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SUMMARY 
 
Coordinating the activity of widely distributed neural populations is fundamental to 
many of their functions.  Since most cells possess only limited direct contact with 
each other or their external environment, however, it remains unclear by what 
interaction may neurons within these vast networks profitably coordinate their 
individual activities.  We investigated this question within intact frontal cortical 
populations in primates by devising a combined bottom-up control and population-
wide modeling approach.  We find that when natural variations in the activity of 
arbitrarily selected neurons are allowed to influence the system’s profit, other cells 
distributed widely across the population develop new, selective interactions with 
them.  Counter to predictions based on local synaptic connectivity, most targeted 
interactions develop without direct synaptic contact and without a predicated 
structure by which to predict outcome.  These findings reveal a novel innate 
property of indirect neural interaction, and demonstrate a neurobiological 
adaptation to a basic distributed systems problem. 
 
 
INTRODUCTION 
 
A principal function of neuronal populations is to enhance profit, maximizing the 

organism’s receipt of reward over time or their chance of survival under changing and 

unpredictable conditions (Castellucci et al., 1970; Fu et al., 2012; Komiyama et al., 2010; 

Murray et al., 2000; Schultz, 1998). Such function is achieved by coordinating the 

activities of neurons which are often widely distributed, phenotypically similar and vast 

in number (Dan and Poo, 2006; Fujisawa et al., 2008; Roelfsema et al., 1997; 

Trappenberg, 2006).  Yet, individually, most neurons contact only an exceedingly small 

fraction of the population and, aside from certain circuits such as the cortico-stiral loop, 

have no immediate access to information about changes in their external environment or 

a predicated connectivity structure by which to influence the systems receipt of reward 

(Abbott and Regehr, 2004; Beaulieu and Colonnier, 1989; Maass et al., 2002; Moore et 

al., 1970; Moritz and Fetz, 2011; Pearl, 2009; Prinz et al., 2004; Schneidman et al., 2006; 

Stevenson et al., 2009; Strogatz, 2001; Trappenberg, 2006; Uhlhaas et al., 2009; Uva and 

de Curtis, 2005; Williams and Eskandar, 2006).  What has remained fundamentally 

unclear, therefore, is by what interactions do such widely separated neurons within these 

populations coordinate their individual activities to achieve profit?  In other words, if 
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most cells within a network have no direct contact with each other or immediate access to 

information about how their shared activities affect or are affected by their external 

environment, in what way do they profitably interact?  

 

We examined this question by devising a combined bottom-up control and population-

wide modeling approach that allowed changes in the recorded activity and connectivity 

structure of widespread cortical populations in primates to be simultaneously tested based 

on the arbitrary influence of each neuron on receipt of reward.  First, in order to identify 

which spatiotemporal interactions across the network are specific to the influence cells 

may have on profit, we used a closed-loop design in which natural variations in the 

activity of randomly selected single neurons were allowed to control a defined profitable 

behavior or function.  Here, receipt of reward was importantly based on time-varying and 

unpredictable changes in the sensory stimuli presented to the animals, and the 

correspondences between each neuron’s activity, presented stimulus and reward were 

randomly altered every session.  Second, to quantify changes in the recorded population’s 

activity collectively, we performed multiple-unit recordings of neurons across widespread 

cortical populations, and modeled each population’s spiking activities using a statistically 

rigorous methodology that simultaneously took into account each neuron’s firing rate, the 

influence of their prior spiking histories and the cross-correlated interactions between 

cells. While many studies have traditionally considered changes in activity of cells or 

cell-pairs individually, the activities of these cells are not independent (i.e. they interact).  

This approach, therefore, importantly allowed us to capture how the concurrent firing 

activity and interaction structure of the recorded network as a function of each individual 

cell’s influence on the system’s profit. 

 

We make three basic observations.  First, when a neuron empirically influences the 

system’s receipt of reward under a time-varying environment, other cells distributed 

widely across the population (both locally and between distant areas) will develop new, 

selective interactions with them.  Second, even though the ability of neurons to enhance 

profit is associated with a targeted increase in their interaction with the remainder of the 

population, this change is not accompanied by firing rate co-variations with other ‘non-
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profitable’ cells or a net increase in the functional connectivity within the population.  

Third, and perhaps least intuitively, while new targeted interactions are both spatially and 

temporally selective, most empirically formed without direct synaptic contact and 

without a predicated network structure by which to predict reward outcome.  

 

 

RESULTS 
 

Bottom-up control of receipt of reward 
A total of 517 neurons were recorded from three frontal cortical areas including the 

dorsolateral pre-frontal cortex (DLPFC), dorsal premotor cortex (PMd), and 

supplemental motor area (SMA) of two rhesus primates (macaca mulatta; Supplemental 

Figure 1A) (Nicolelis, 2008).  During this time, and over different sessions, the animals 

performed a task involving successive trials in which a visual target was variably 

displayed in one of two random locations on a computer screen (top vs. bottom).  The 

animals were rewarded based on natural variations in the firing rate of a single neuron 

which was arbitrarily chosen from the recorded population on each session, and which 

was termed the effector neuron (Figure 1A).   

 

Prior to displaying the targets, the natural firing rate distribution of the selected neuron 

was determined by recording its spiking activities within successive 1000 ms windows 

during which the monkey remained at rest for five minutes.  From this, the upper 90% 

and lower 10% quantiles of the cell’s firing rate distribution were calculated to determine 

the upper and lower firing rate thresholds (Figure 1A and Supplemental Figure 2).  

Following, on each trial, a target would be randomly displayed on either the top or 

bottom of the screen.  During this same time, the firing rate of the effector neuron would 

be calculated in 1000 ms windows advanced in 100 ms increments.  If, at any point 

between 1500 ms to 3000 ms from the time of target presentation, the firing rate of the 

effector neuron reached either the upper 90% or the lower 10% threshold, the animal 

would be rewarded based on two randomly assigned conditions/mappings between the 

target location and firing rate threshold.  On a given trial, for example, the animal would 
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be rewarded if either (1) the target was positioned on the top + the firing rate of the 

neuron went below the lower 10% threshold or (2) if the target was positioned on the 

bottom + the firing rate of the neuron went above the upper 90% threshold (Figure 1B 

and Supplemental Figure 1B).  On other sessions, this relationship might be reversed.  

The monkey would not receive reward if the incorrect threshold or neither threshold were 

reached.   

 

In order to limit the primate’s ability to develop a single stereotypic behavior in which 

only one threshold was consistently reached, primates were required to repeat incorrect 

trials (i.e. the same target location would be presented if a non-rewarded threshold was 

reached).  Moreover, the mapping between target location, threshold and reward was 

chosen randomly at the onset of each session (Figure 1C).  In practice, the monkeys 

reached either threshold for more than 99% of the trials (i.e. it took 2000 ± 30 ms for the 

effector cells to reach either threshold).  Therefore, importantly, effector cell performance 

was measured as the ability of individual effector cells to reach the appropriate threshold 

during the course of each different trial, rather than reaching any threshold.   

 

Enhancement of effector neuron performance 
Of the 44 effector cells recorded from, most developed the ability to reach the target-

appropriate threshold over time.  For 32 (73%) of the selected effector neurons, the 

proportion of trials in which the primates received reward significantly increased over the 

course of the session (first 10 trials versus the second half of the session; binomial test, p 

< 0.05).  The average increase in performance was 26±3% (± s.e.m.; t-test, p < 1e-10; 

Figure 2A and Supplemental Figure 3), and the peak increase in performance was 

35±3% (Figure 2B).  Taking the null hypothesis that all selected cells, as a group, would 

be equally likely to demonstrate an increase versus a decrease in performance, this 

improvement in performance was highly unlikely to have occur by chance (one-way t-

test, p = 2.9 x 10-6; Ho=0% difference).  For most cells, performance improved relatively 

rapidly, reaching learning criterion after a mean of 43±9 trials or approximately 4 

minutes.  Performance then slowly plateaued over the remainder of the session.  Overall, 

we find no significant difference between cells recorded from the prefrontal (DLPFC) 
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versus premotor (PMd or SMA) cortical areas in the number of effector cells 

demonstrating improved performance (χ2 test, p = 0.34) or their net improvement 

performance over the course of the session (t-test, p = 0.49).  These observations, 

together, suggest that when arbitrary cells within a network influence receipt of reward 

under a varying environment, most empirically enhance the system’s profit over time. 

 

Network modeling 
Neural activity can be accurately described by three principal metrics; the neuron’s firing 

rate or the number of spikes that occur over a given time interval, its self-correlated 

activity in which the current spiking of a given neuron influences its own subsequent 

spiking and the interaction between neurons whereby the current spiking of a given 

neuron influences the subsequent spiking activity of other cells in the population (i.e. 

cross-correlated activity).  Whereas the firing rate captures the relatively slowly varying 

or co-varying spiking of neurons over tens to hundreds of milliseconds, the cross-

correlated activity describes the rapid millisecond-level time sequence in which 

individual spikes co-occur, and largely represents time dependency or interactivity 

between separate neurons (Abbott and Regehr, 2004; Schneidman et al., 2006; 

Trappenberg, 2006).   

 

Identifying such spike patterns across large distributed networks and determining how 

they may concomitantly change during a behavioral task requires a computational 

framework that can capture them simultaneously (Okatan et al., 2005; Pillow et al., 2008; 

Truccolo et al., 2010).  Here, we used logistic regression type Generalized Linear Models 

(GLM) based on the discretized spiking of all neurons in the recorded population to 

model each neuron’s probability of spiking as a function of its own time varying firing 

rate, self-correlated activity and cross-correlated activity. This latter function has the 

form of fitted filters convolved with the other cells’ spike trains, and reflects the time 

lagged cross-correlated interactions between cells.  As detailed in the Experimental 

Procedures and in the supplement, a rigorous nested model and cross-validation approach 

was used to quantify these concomitant activities (Figure 3A).   
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We find that, consistent with prior studies (Asaad et al., 1998; Fujisawa et al., 2008; 

Fuster, 2008), mean firing rate of neurons at baseline was 3.9±0.3 spikes per second, and 

the number of functionally interacting neuron pairs (those with significant cross-

correlated spiking) was 1.3±0.3% of all possible recorded network connections (p < 0.01 

with Bonferroni correction).  The overall ratio of excitatory versus inhibitory interactions 

was 3.5±0.8 (Figure 3B).   

 

Population firing activities  
One of the principal reasons that we recorded from multiple neurons across the 

population and modeled their spiking simultaneously, is that it allowed us to account for 

potential common influences on their firing rates and the cross-correlated interactions 

across multiple cells (Figure 4A).  Network activity was compared between trials 

recorded at the beginning of each session, defined here as the baseline period, and those 

recorded at the end of the session, or asymptote period.   

 

We find that enhancement of reward receipt of was not associated with a net increase in 

the firing rates of cells between baseline and asymptote.  Specifically, there was little 

change in the trial-averaged firing rate of effector cells (0.07 spike/second difference; t-

test, p = 0.93) or the population (0.09 spike/second difference; t-test, p = 0.83).  On a 

single-cell basis, only 6% of effector neurons and 3% of neurons within the population 

demonstrated an increase in their trial-averaged firing rates (t-test, p < 0.05).  

Consistently, the modeled time-varying activity remained similar between periods 

(ANOVA, p = 0.43).   

 

When further considering variations in the firing activity of effector cells, improved task 

performance was not associated with an increase in firing rate fluctuations (i.e. the 

tendency of the firing rate of a cell to range between high and low within a trial).  Both 

the variance (+0.04±1.5; t-test, p = 0.99) and entropy (-0.02±0.08; t-test, p = 0.72; 

Supplemental Figure 4) of effector firing rates remained largely the same between 

baseline and asymptote.  Consistent with this, it took effector cells 2100±40 ms to reach 

threshold at baseline versus 1990±30 ms at asymptote (i.e. with a minimum start time 
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1500 ms from target onset; t-test, p = 0.12; Figure 4C).  There was also no significant 

difference in the time it took to reach the bottom or top thresholds (ANOVA, p = 0.32), 

and no significant difference in the time it took the individual 16 low-firing versus 16 

high-firing effector cells to reach their threshold at 2130 ± 20 ms and 2010 ± 50 ms, 

respectively (t-test, p > 0.05).   

 

Next, we examined whether the changes in the firing rates of the effector cells co-varied 

with that of other cells in the population.  In other words, did the firing rate of effector 

cells simply ‘follow’ the activity of other cells within the network such that they 

increased/decreased their firing rates concurrently?  An important distinction between 

cross-correlated interactions and co-variations in the firing rates of neurons is that the 

former occurs at the temporal scale of milliseconds and reflects the time-dependency of 

spiking in one neuron on another (as described above).  To further illustrate this 

distinction, we display the mean firing rates of two simultaneously recorded cells over 

two separate trials Figure 4D.  When further examined across all trials, the firing rates of 

the two cells do not co-vary (Pearson’s correlation; r = 0.017, p = 0.83; Figure 4E), but 

their exact spike timings are significantly correlated as demonstrated by their cross-

correlogram (Figure 4F, top).  When randomly shuffling the spike timings within each 

1000 ms window, the correlation coefficient for the firing rates remains unchanged (since 

the firing rates within each window remains the same), but their precise cross-correlated 

interactions are abolished (Figure 4F, bottom).  Similarly, we find essentially no net co-

variation in firing rates between effector cells and other cells within the population when 

compared across all tested sessions and, more importantly, no differences between 

baseline and asymptote (Pearson’s correlation, r = 0.0098±0.007 versus 0.0102±0.007; t-

test, p = 0.96).  

 

Finally, we also examined the individual firing rates of cells across the population in 

order to estimate how they, themselves, would have performed if target selection was 

controlled based on their own firing rate thresholds.  To do this, we retrospectively 

examined changes in the firing rate of each population cell and then used the same 

threshold-target-reward criteria to determine if they would have similarly lead to an 
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enhancement in receipt in reward over time.  We find that these cells did not demonstrate 

an independent increase in performance over time (1.8% change; t-test, p > 0.05; see also 

behavioral controls, below).   

 

These findings, together, indicated that neurons on which receipt of reward was not 

directly contingent did not modulate their firing activities with the rewarded target and 

that effector cells did not simply co-vary their firing rates with that of the population.  In 

other words, changes in the firing modulation of neurons based on profit were selective to 

the effector cells and were not associated with similar changes by other neurons in the 

population. 

 

Targeted increase in network interactions  
Following, we examined how the functional connectivity structure of the network may 

have changed based on the influence individually selected neurons had on receipt of 

reward.  We find that once a neuron empirically influenced profit, other cells within the 

population developed new, selective interactions with it.   

 

For the 32 sessions in which there was an improvement in task performance, cross-

correlated interactions with effector cells accounted for 1.1±0.4% of all possible effector 

cell connections at baseline.  However, the percentage of interactions during asymptote 

was 2.3±0.5%.  This constituted a significant 2.1±0.2 – fold increase in the number of 

interactions between effector cells and the population (t-test, p = 0.012; Figure 5A).  

Consistent with this, most effector cells (63%) demonstrated an increase in the number of 

interactions with only a few cells (9%) demonstrating no change.   

 

Increase in the number of cross-correlated interactions was only observed for effector 

neurons, and was not associated with a general increase in interactions between other 

neurons in network.  In contrast to the two-fold increase in interactions observed for 

effector cells, other cells within the population demonstrated only a 1.2±0.2 – fold change 

(t-test, p = 0.18; Figure 5A).  On a session-by-session basis, this constituted a significant 
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difference in the distribution of connectivity changes for effector neurons in comparison 

to all other recorded neurons within the population (KS test, p = 0.007; Figure 5B).   

 

We next importantly asked how likely is it that such a change in connectivity would have 

been observed if, instead of the effector cell, the connectivity change of another randomly 

chosen cell had been considered.  In other words, how likely is it that we randomly pick a 

single cell from the primate’s brain and observe the same effect?  To answer this, we 

performed a pseudo-effector GLM resampling analysis in which connectivity changes of 

cells in the populations, as determined by GLM model fitting and validation, were 

randomly sampled and substituted for the true effector cells (see Experimental 

Procedures).  From this non-parametric distribution, we observe that the probability that a 

randomly chosen cell in the population would demonstrate the same or greater increase in 

connectivity as the effector cells was only 0.019 (Figure 5C).  In other words, on a cell-

by-cell basis, the increase in connectivity was spatially selective to within 1.9% of the 

recorded population.  This was statistically significant at p < 0.05. 

 

Finally, increase in the number of effector cell interactions was not the result of added 

cross-correlated interactions being statistically significant but weak.  Interaction strength 

can be quantified from the fitted parameters that define each interaction filter in the 

GLM, and can also be tracked as a function of interaction latency (i.e. cross-correlated 

spiking at specific time lags).  We find that the mean absolute value of the significant 

interactions was largely similar between baseline and asymptote (!q,m  0.32±0.04 versus 

0.37±0.06, respectively; t-test, p = 0.52; Supplemental Figure 5A).  In other words, new 

effector cell interactions observed during asymptote were as strong, if not slightly 

stronger, than those observed during baseline.  Moreover, when examining all (significant 

and non-significant) effector cell parameters describing the interactions across all time 

lags, there was an increase in their mean value during asymptote (!q,m 0.11±0.02 versus 

0.17±0.03; t-test, p = 0.04; Supplemental Figure 5B). Therefore, effector cells not only 

demonstrated an increase in the number of statistically significant interactions, they also 

demonstrated a broader increase in the strength of their cross-correlations even when not 

strictly considered significant.   
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Therefore, once a neuron empirically influences receipt of reward under a time-varying 

environment, other cells within the population develop new, selective interactions with it.  

This increase in functional connectivity, however, is not associated with concomitant 

changes in the firing rate modulation of other ‘non-profitable’ cells in the population (as 

noted above) or a corresponding net increase in connectivity between them. 

 

Changes in second-order network structure 
Although other recorded cells within the population did not demonstrate a net increase in 

their interactions, we investigated whether their second-order structure may have changed 

based on formal graph theoretic measures such as hub and clustering coefficients. Hub 

coefficients describes how many connections go through a particular node and clustering 

coefficients describes how other nodes, connected to the node in question, are themselves 

interconnected (Figure 5D, bottom).  Importantly, a cell may demonstrate a change in 

connectivity but not necessarily become a network hub or demonstrate a change its 

clustering coefficient (Newman, 2010). 

 

We observe that effector cells were more likely to become network hubs between 

baseline and asymptote (mean hub coefficient 0.051±0.020 to 0.089±0.023; t-test, p = 

0.15), whereas cells in the population were not (0.062±0.010 to 0.068±0.007; t-test, p = 

0.43).  The difference in the distributions of hub coefficients for effector cells compared 

to other cells in the population also trended towards significance when compared between 

baseline and asymptote (KS test, p = 0.07).  In contrast, effector cell clustering 

coefficients remained essentially unchanged between baseline and asymptote 

(0.052±0.023 to 0.053±0.022; t-test, p = 0.98), whereas clustering for the population 

significantly increased (0.046±0.013 to 0.081±0.017; t-test, p = 0.02; Figure 5D, top).  

Similarly, the difference in the distributions of clustering coefficients for effector cells in 

comparison to the population significantly diverged (KS test, p = 0.04).  First-order 

measures such as the proportion of excitatory versus inhibitory connections and incoming 

versus outgoing connections remained essentially unchanged for both effector cells and 

the population (data not shown).   
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It, therefore, appeared that, when individual cells affect profit, other cells within the 

population develop new targeted interactions with them.  Consistently, but not 

necessarily predicted by these first-order changes, cells that influence profit are more 

likely to become centralized hubs.  In comparison, other ‘non-profitable’ cells are more 

likely to become clustered even though net connectivity between them remains largely 

unchanged.   

 

Relation between enhanced interactions and profitable behavior 
Although we observed that it was unlikely that the spatially selective formation of 

effector interactions occurred by chance, we also investigated whether the population’s 

ability to enhance profit was temporally dependent on the formation of new interactions 

with profitable effector cells.  Here, the primates performed nine dual recording sessions 

in which an effector neuron was selected in one session, as before, but was then followed 

by a second session in which another effector neuron was randomly picked.  Similar to 

prior observations, behavioral performance significantly improved over the course of the 

first session (t-test, p < 0.001; Figure 6A).  Once a new effector neuron was selected, 

however, behavioral performance immediately dropped back to a level similar to its 

initial baseline, and then again gradually improved over the remaining session (t-test, p = 

0.013).   

 

As before, we similarly find a 1.9±0.5 - fold increase in the number of interactions 

between baseline and asymptote for effector cells during the first session (t-test, p = 

0.024; Figure 6B).  When a new effector cell was selected, however, the number of 

interactions with the original effector neuron dropped back to a level slightly higher than 

but not significantly different from the number of interactions found in the original 

baseline (t-test, p = 0.41).  More importantly, interactions for that effector neuron then 

stayed largely unchanged over the remainder of the second session even though 

performance improved (t-test between second baseline and asymptote, p = 0.88).  At the 

same time, the number of interactions for the second actively selected effector neuron 

increased 1.7±0.6 - fold, from 1.2 to 2.0% (t-test, p = 0.25).  This suggested that the 
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ability of the network, in aggregate, to enhance profit over time depended on their ability 

to form and re-form targeted interactions with neurons whose activities empirically 

influenced reward under a time-varying environment. 

 

To further examine whether the increase in effector cell interactions reflected their 

immediate role in modulating receipt of reward, we also looked at temporal differences in 

effector cell interactions for the same population of cells but during the inter-trial-interval 

at which time no sensory cues were displayed (and no reward was possible).  We find 

that even though these trial windows were interleaved by as little as 3 seconds and the 

proceeding sensory stimuli were identically distributed throughout the session, there was 

virtually no difference in the number of interactions between baseline and asymptote 

during this inter-trial-interval.  In fact, there was a slight 0.9±0.2 fold drop in the number 

of interactions for effector cells between periods (t-test, p = 0.41) and essentially no 

difference in the number of interactions for the population (t-test, p = 0.27; Figure 6C).   

 

Additional analyses included in the Supplement show that effector cells which possess a 

lower overall number of interactions at baseline were slightly less likely to demonstrate 

an increase in performance over the session.  Effector cells demonstrating a lower starting 

performance were also slightly more likely to have a lower number of baseline 

interactions, higher firing rate and higher trial variance.  We, otherwise, find no 

significant differences in effector neuron connectivity based on their individual properties 

compared to the population or the qualities of the GLM fits used to describe them (see 

supplemental results).   

 

Spatiotemporal properties of new targeted interactions 
Many cells within the population formed spatiotemporally targeted interactions with 

effector neurons across relatively long distances (e.g.  DLPFC-PMd cell pairs) and in the 

absence of direct synaptic contact.  At baseline, effector neurons displayed a higher 

number of cross-correlated interactions with cells located within the same area of the 

brain (1.5±0.6%) compared to cells located distantly (0.8±0.4%).  While the number of 

interactions at asymptote was far higher for local cell pairs (3.7±0.8%) compared to those 
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that were distant (2.4±0.5%), distant cell pairs, in fact, demonstrated a slightly larger 

3.0±0.2 - fold increase in interactions compared to the 2.6±0.2 - fold increase for those 

recorded locally (ANOVA, p = 0.02; see Experimental Procedures for how local versus 

distant percentages were calculated).  Consistent with this, the distribution of 

connectivity between local versus distant effector cell interactions also significantly 

changed between baseline and asymptote (KS test, p = 0.02 and p = 0.01, respectively).  

Using pseudo-effector GLM resampling analysis, these increases were highly spatially 

selective for effector cells, both for local as well as distant interactions (p = 0.02 and p = 

0.02, respectively; Figure 7A). 

 

Second, although the development of new interactions was spatiotemporally selective to 

effector cells, most interactions were not relayed through direct putative synaptic contact. 

The development new interactions, or the statistical likelihood that spiking in one neuron 

is followed at a consistent time-lag by another, implies a functional connectivity between 

them and can be used to infer the whether their spiking is monosynaptically coupled 

(Berry and Pentreath, 1976; Moore et al., 1970; Uva and de Curtis, 2005).  We find that 

59% of effector cell interactions were new in comparison to baseline.  Of these, 73% 

displayed significant cross-correlated interactions at time-lags longer than 10 ms, 

suggesting that most new targeted interactions with the effector cells were not 

monosynaptically relayed.  Time-lags for local effector cell cross-correlations were 67±6 

ms at baseline and 66±7 ms at asymptote.  In comparison, time-lags for distant cell cross-

correlations were 73±6 ms at baseline and 89±6 ms at asymptote, and constituted a 

predominant redistribution towards longer time-lagged interactions (Figure 7B,C).  

 

The formation of new interactions with effector neurons was not associated with a 

common synchronous drive at varied time-lags (i.e. an extrinsic source that 

simultaneously influenced spiking of cell pairs at temporally specific delays).  Rather, 

there was a significant shift in the dispersion of individual effector cell time-lags between 

baseline and asymptote (Ansari-Bradley test; p = 0.029).  This shift was especially 

pronounced when examining time-lags for distant cell pairs compared to local cell pairs 

(Ansari-Bradley test; p = 0.003; Figure 7B).  Consistent with this, the self-correlated 
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activity of neurons, which may be influenced by such drive, remained individually the 

same across time lags (ANOVA, p = 0.45). 

 

Behavioral controls 
Finally we examined whether changes in effector cell performance or their interactions 

could have been influenced by more simple or non-specific differences in sensory input, 

reward frequency or unconstrained physical behavior by the animals over the course of 

the sessions.   
 

First, we find that neurons did not ‘learn’ to enhance receipt of reward when reward was 

not directly contingent on variations in their individual firing activities.  Animals 

performed a control task in which they were given the same random display of targets on 

a computer screen and their receipt of reward was made to increase from 25% to 75% 

over the course of each session (i.e. they experienced the same/similar sensory input and 

increase in reward as during the standard sessions).  In this task, however, increase in 

reward was not contingent on whether each neuron’s firing rates appropriately went 

above/below their thresholds (i.e. reward increased over time irrespective of the neurons 

activity). We find that, of the 13 cells tested using this control, none demonstrated a 

significant difference in their firing rate when comparing the first and second half of the 

session, either individually (t-test, p > 0.05) or as a population (5.2±0.7 versus 5.6±0.8 

spikes/sec; t-test, p = 0.73; Supplemental Figure 6A).  More importantly, when using 

each neuron’s own upper/lower firing rate thresholds, none of the cells demonstrated an 

increase in ‘performance’ based on variations in their own individual firing activities 

(binomial test, p > 0.05).  In other words, unlike effector cells observed during the 

standard sessions, these cells did not develop the ability appropriately modulate their 

firing activities over the course of the task.  There was also essentially no difference in 

the cross-correlated interactions of these cells when comparing the first versus second 

half of the sessions (1.0±0.4 - fold change; t-test, p = 0.92).  These observations, together, 

indicated that the firing activity of cells did not simply passively respond to changes in 

the sensory stimuli presented during the task or increase their connectivity when receipt 

of reward was not directly contingent on changes in their individual activities.   
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In second control, we examined whether reward expectancy, in itself, could have affected 

the firing rates of the recorded neurons (Schultz, 1998).  Here, reward was given at fixed 

frequencies of 25%, 50% or 75% over separate sets of 50 trials, each, during which 

targets were randomly presented on the top/bottom of the screen.  As above, receipt of 

reward in this control was not dependent on fluctuations in the neurons rates.  When 

comparing trials between these control sets, we find that none of the 14 recorded neurons 

demonstrated a significant difference in their firing rates either individually (t-test, p > 

0.05) or as a population (ANOVA, p = 0.85; Supplemental Figure 6B).  In other words, 

variations in neuronal firing rates did not appear to be associated with differences in 

reward expectancy or frequency per se. 

 

Third, even though the animals remained visibly motionless, we examined for potential 

differences in unconstrained movements made by the primates based on simultaneously 

recorded electromyographic (EMG) activity during performance of the main task.  We 

found no change in EMG activity magnitude during selection of top versus bottom 

displayed targets (t-test, p = 0.43), or between pre- versus post-target presentation time 

periods (windows = 3000 ms; t-test, p = 0.19).  There was also no correlation between 

firing rates across 8 tested neurons and changes in the magnitude of EMG response 

during the same recordings (Pearson’s correlation, p > 0.05).  Most importantly, there 

was no difference in normalized EMG activity during target presentation periods between 

baseline and asymptote (from 0.91 to 1.04; t-test, p = 0.16; Supplemental Figure 6C).   

 

Finally, we examined the locations and saccade magnitudes of eye movement for the 

primates over the course of the session (ISCAN Inc., MA).  For most of the trial duration, 

the primates viewed the displayed target.  Between baseline and asymptote, there was no 

significant difference in either horizontal or vertical axis eye position (ANOVA; p = 

0.94) or magnitude of eye movement (t-test, p = 0.54); keep in mind that essentially the 

exact same distribution of top/bottom targets was displayed between baseline and 

asymptote.  In a separate control recording, we also had the primates perform free eye 

movements with the screen turned off and simultaneously recorded the activity of 10 
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neurons.   Only one neuron demonstrated a differential response in its mean firing rate 

when freely viewing the top half versus bottom half of these fields (t-test, p > 0.05).   

 

While the above controls strongly suggest that potential concomitant factors such as 

general reward expectancy, unconstrained motor responses or eye movements were 

unlikely to have contributed to effector neuron activity or changes in cross-correlated 

interactions, perhaps the strongest indicator of this is that the neuronal modulation and 

increase in the number of interactions was highly selective to effector cells and was not 

observed for other cells in the general population.  Reward related responses, for 

example, are known to be subject to widely divergent input from lower mesencephalic 

areas that will often simultaneously influence the activity and interaction pattern of whole 

cortical areas (Schultz, 1998).  Altering the functional connectivity of a single arbitrarily 

selected effector cell at variable time-delays out of the population would not be generally 

possible under such known mechanisms.  Similarly, changes in limb and eye movement 

(even when subtle) are commonly associated with robust population-wide changes in 

firing activities over far broader spatial scales than that of a single neuron (Watanabe et 

al., 2009).  This makes it physiologically unlikely that even gross motor differences in the 

primate would account for such cell-selective changes in connectivity.   

 

 

DISCUSSION 
 

The formation of consistent correlations in the time-delayed spiking between neurons 

indicates the presence of a dependency or functional interaction between them.  Such 

interactions have been broadly demonstrated in experimental settings under canonical 

paradigms of synaptic modification, including Hebbian learning and spike timing 

dependent plasticity (Abbott and Regehr, 2004; Ahissar et al., 1992; Bao et al., 1997; 

Pinsker et al., 1970; Trappenberg, 2006), and have shown that conditioned responses can 

be serially trained by enhancing the interaction between synaptically coupled sensory-

motor neurons or nodes.  At the population level, learning models such as Hopfield nets 

and heteroasociative networks have also shown that multiple interconnected nodes can be 
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trained to increase the profitable output of a network based on variations in their 

connectivity weights (Chakrabarti and Basu, 2008; Gurney, 1999; Trappenberg, 2006).  

Other examples include bi-layered feed forward neural networks and reinforcement 

algorithms.  In essentially all of these cases, however, learning is based on nodes that are 

fully interconnected and have access to all other nodes in the system (i.e. they are 

spatially interconnected but their trained weights may be sparsely enhanced).  Perhaps 

more importantly, the input-output structure all nodes in the system are explicitly known 

or defined.    

 

Therefore, while these observed mechanisms and models have provided invaluable 

insight into synaptic function and adaptive behavior, the spatiotemporal pattern and 

means by which most neurons profitably interact within intact cortical networks in 

animals has remained less well understood.  In particular, most neurons within the brain 

are physically sparsely connected, with each individual cell contacting only an 

exceedingly small fraction of the network (Abbott and Regehr, 2004; Beaulieu and 

Colonnier, 1989; Stevenson et al., 2009).  While adult neurons may have the capacity to 

flexibly modulate existing synaptic connections and develop new dendritic boutons 

(Glanzman et al., 1990; Kauer et al., 1988; Zito and Svoboda, 2002), the capacity to form 

new lines of communication between distant neurons is also extremely limited (Darian-

Smith et al., 1990).  More importantly, with the exception of certain cortical-subcortical 

loops, most neurons also have no predicated output structure in which to affect receipt of 

reward, and no constructive way of predicting that variations in the activity of a particular 

cell in the population may contribute to profitable behavior under a changing 

environment (Fuster, 2008; Trappenberg, 2006).  What has remained fundamentally 

unclear, therefore, is by what interactions do such widely separated neurons, as individual 

cells within the population, coordinate their activities to achieve profit? 

 

We find here that when natural variations in the activity of arbitrary single neurons within 

intact cortical networks in animals influence profit, other cells distributed widely across 

the population developed new, selective interactions with them.  These interactions form 

empirically, without a direct means by which to predict which neuron, among many, may 
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influence receipt of reward (i.e. cell selection and trial-by-trial target locations as well as 

the mappings between firing activity/target location/reward across sessions were all 

varied randomly).  Perhaps more importantly, even though these interactions were 

spatiotemporally targeted to effector cells, they were also able to form across long 

distances and in the absence of direct putative monosynaptic contact.  Yet, their 

development was not associated with a net increase in connectivity between other 

surrounding cells in the network and was not due to potential changes in common 

extrinsic drive.  When cells no longer influenced receipt of reward, however, enhanced 

connectivity was abolished but could newly shift to other cells that empirically influenced 

receipt of reward.  These observations suggest that, while interactions between cells may 

develop through known synaptic-based rules (Abbott and Regehr, 2004; Maass et al., 

2002; Trappenberg, 2006), they can also form between any cells in the network that 

profitably influence the population’s outcome.  In other words, interactions (as 

determined by synchronization between neurons’ precise spike timings) can develop, in 

principal, between any nondescript neurons in the network but do so in a memory-less 

fashion that depends on the same trained sensory input being present and the cell’s 

immediate influence on receipt of reward (Maass et al., 2002).   

 

This study reveals a novel innate property of neural interaction at the collective network 

level that allows cells across the population to empirically ‘seek out’ and develop 

targeted interactions with neurons that influence the system’s profit.  By allowing wide-

ranging cells to selectively synchronize their spiking activities with that of other 

individual neurons within the network, such a property may provide large populations the 

ability to profitably coordinate such individual activities under rapidly changing and 

unpredictable environments.  These findings provide added insight into adaptive neuronal 

function and demonstrate a neurobiological adaptation to a fundamental distributed 

systems problem faced by multi-cellular populations – the need to profitably coordinate 

the activities of individual cells within networks that are both widely distributed and 

sparsely connected/contacting (Banchereau and Steinman, 1998; Beaulieu and Colonnier, 

1989; Brock et al., 2011; Chin et al., 2002; Diggle et al., 2007; Holland, 1998; Kollmann 
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et al., 2005; Komiyama et al., 2010; Laubach et al., 2000; Pearl, 2009; Trappenberg, 

2006).   
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EXPERIMENTAL PROCEDURES 
 

Task structure 
Two adult rhesus monkeys (macaca mulatta), each weighing 6 and 7 Kg, viewed a 

monitor that displayed targets in one of two possible varying locations.  During each 

session, a single neuron from within the recorded population was randomly designated to 

be the effector neuron.  The firing rate of the effector neuron was continuously monitored 

over the course of each trial.  If at any point, after a brief delay, the firing rate of the 

neuron reached the 10% or 90% quantile (lower or upper threshold) of its firing rate 

distribution, and that threshold appropriately corresponded to the displayed target 

location, the primate would receive a drop of juice reward.  For example, the upper 90% 

threshold + top target position or lower 10% threshold + bottom target position would be 

associated with receipt of reward, or vice versa.  Only one target would be displayed on a 

given trial, and its location would be distributed pseudo-randomly across the two possible 

locations.  The primate would only get rewarded on each trial only if the correct threshold 

was reached between 1500-3000 ms from the time the target was first displayed, and 

would perform many such trial repetitions over the course of the session.  The mapping 

between target selection and firing activity was chosen randomly at the onset of each 

session (e.g. high firing + bottom target = reward).  No reward would be given if the 

incorrect threshold was reached or if neither threshold was reached. 

 

Neural population recordings  
Silicone multi-electrode recording arrays (NeuroNexus Technologies Inc., MI) were 

surgically implanted in each monkey.  A craniotomy was performed over the frontal lobe 

under standard stereotactic guidance (David Kopf Instruments, CA) (Nicolelis, 2008; 

Paxinos, 2000).  After directly visualizing the cortical gyral pattern underlying the 

craniotomy, 1-3 multi-electrode arrays each spaced up to 10 millimeters apart arrays were 

implanted into the DLPC, SMA and PMd (Supplemental Figure 1).  Each array 
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contained 32 electrode contacts in a 4x8 configuration horizontally spaced by 400 µm 

and vertically spaced by 200 µm.  A Plexon multichannel acquisition processor was used 

to amplify and band-pass filter the neuronal signals (150 Hz – 8 kHz; 1 pole low-cut and 

3 pole high-cut with 1000x gain; Plexon Inc., TX).  Signals were then digitized at 40 kHz 

and processed to extract action potentials in real-time by the Plexon workstation.  

Putative neurons were required to separate clearly from any channel noise, to 

demonstrate waveform morphology consistent with that of a cortical neuron, and to have 

at least 99% of spikes separated by a minimum refractory inter-spike interval of 1 ms. No 

multiunit activity was used. 

 

Anatomically, local cell pairs were defined as all pairs recorded from any electrode 

contact located within the same anatomically defined area (i.e. DLPC).  Distant cell pairs 

were defined as all pairs recorded from electrode contracts located within any two 

distinct areas (i.e. DLPC-PMd, DLPC-SMA or PMd-SMA).   

 

Modeling network activity 
For a population of N neurons, the spiking activity of each neuron n!1…N  was binned 

at a millisecond time-scale with 1 indicating the occurrence of a spike and 0 indicating no 

spike. Each neuron n’s discrete time spike probability !n (t)  was described by fitting a 

GLM of the logistic regression type; 

 

log !n (t)
1" !n (t)
#

$
%

&

'
( = µn + ftvar ,n + ghist ,n + hpop,n

 
 

The logistic form of the left hand side keeps !n (t)  constrained between 0 and 1. µn is a 

fitted parameter quantifying the trial averaged mean firing rate (over entire 3000 ms trial) 

and ftvar ,n (t)  quantifies the time-varying firing rate at a 500 ms resolution. ghist ,n (t)  

quantifies the neuron’s self-correlated spiking (i.e. the influence of its own spiking 

history on its spike probability at time t).  This term describes, for example, the neuron’s 

refractory period and/or subsequent rebound/bursting behavior, and has the form of a 
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fitted filter convolved with the neuron’s own past spike train. Exact functional forms for 

all these terms are given in the Supplement. Finally,hpop,n (t) quantifies the cross-

correlated interactions of all other neurons m ! n  in the recorded population onto neuron 

n. This is written as a sum over each neuron m’s independently acting interactions 

whereby; 

hpop,n (t) = hpop,n,m (t) = !m (t " #t )Hn,m (t ';{$m,n})
t '=1

Thist

%&
'
(

)

*
+

m,n
%

m,n
%  

 

Similarly to ghist ,n (t) , each hpop,n,m (t) (bracketed term) takes the functional form of a fitted 

filter Hn,m ( !t ;{"n,m})  but convolved with neuron m’s spike train (!m (t) = 1 for neuron m 

spiking in bin t and 0 otherwise). The set of parameters {!n,m} describing the filter are fit 

via the logistic regression model and exact equations are given in the supplement. The 

fitted filters describe neuron m’s time lagged interaction onto neuron n’s probability of 

spiking. Together, the set of all N logistic regression models defines a neuronal 

population model describing the second order network interaction structure or 

connectivity matrix (Okatan et al., 2005; Pillow et al., 2008; Truccolo et al., 2010).   

 

As detailed in the supplement, all logistic regression models were fit using a rigorous 

nested model approach. Each term of the model ( µ , ftvar , ghist , hpop ) was sequentially fit 

to training data and only kept if its inclusion improved the fit (log likelihood) of an 

independent test data set.  In addition, cross-correlated interactions were only kept if the 

fitted parameters {!n,m} describing them had Bonferroni corrected, significant p-values. 

This combined model selection approach ensured that the identified cross-correlated 

interactions were justified by the data and not a result of over-fitting. 

 

Statistical testing 
Recording sessions were divided into equal halves based on the number of trials 

performed.  The first half was defined as the baseline period and the second half was 

defined as the asymptote period.  This was done in order to maintain the same number of 

trials, relative spike count and statistical power between periods, and also to limit any 
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assumptions made on when a given effector cell had first ‘learned’ an association or 

reached learning criterion (see also additional neurophysiologic controls, above).   

 

Two cells were defined as having an interaction if at least one of the fitted parameters 

!q,m,n ( q!1…5 ) defining that cross-correlated interaction term hpop,m,n (t)  had a 

statistically significant Bonferroni corrected value (p = 0.01). The percentage of 

interactions per cell was defined as the number of significant cross-correlations with the 

cell divided by all possible connections between cells across the recorded population.  A 

two-tailed student’s t-test (p < 0.05) was used determine whether there was a significant 

difference in the percentage of cross-correlated interactions between the baseline and 

asymptote periods across sessions (keep in mind that these comparisons were based on 

the validated results obtained from the GLMs).  A Kolmogorov-Smirnov test (KS-test; p 

< 0.05) was used to determine whether the distribution of differences in the percentage of 

cross-correlated interactions between baseline and asymptote per session were 

significantly different between effector cells and the population.  All values were given 

with their standard-error.  

 

Pseudo-effector GLM resampling analysis was performed to determine the probability 

that a randomly chosen cell within the recorded population would demonstrate the same 

or greater increase in connectivity as the effector cells.  For each session, we recorded 

from N neurons (1 effector neuron and N-1 neurons from the population).  Each cells’ 

connectivity change between baseline and asymptote, in turn, was determined based on 

GLM fits that were previously trained/validated from each cell’s spikes.  However, here, 

the connectivity change of the assigned effector neuron was randomly substituted 1000 

times with the modeled connectivity change of a cell picked from the population.  From 

this non-parametric distribution, we calculated the proportion of substituted connectivity 

changes that met/surpassed those of the actual effector neurons using the original GLM 

fits. 

 

Finally, graph theoretic measures were calculated based on standard forms described 

previously (Newman, 2010).  The hub coefficients were calculated as the proportion of 
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nodes in the network passing through the node in question but which were not connected 

to each other (i.e. for B, if A-B-C but not A-C).  The clustering coefficients were 

calculated as the proportion of nodes connected to each other but not connected to the 

node in question (i.e. for B, if B-C-D but not B-D).  Connectivity graphs were displayed 

as closest neighbor circular graphs using Cytoscape (Yeung et al., 2008).   

 

 

SUPPLEMENTAL INFORMATION 
 

Supplemental Information includes additional Supplemental data and figures, 

Supplemental Figures (1-7) and references, and can be found with this article online at 

doi: 
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FIGURE LEGENDS 
 

Figure 1.  Neural population recordings and bottom-up control design.  (A) 

Schematic illustration of the experimental set-up.  The primates viewed a monitor which 

displayed a target randomly positioned in one of two possible locations over multiple 

trials.  At the same time, neural recordings were performed from multiple neurons within 

the frontal cortex one of which was randomly selected to control the animal’s receipt of 

reward.  On a trial-by-trial basis, receipt of reward was dependent on whether the firing 

rate threshold reached by the neuron correctly corresponded to the location of the 

displayed.  The mapping between firing rate threshold, target location and reward was 

chosen randomly at the beginning of each session. (B) Example of the firing rate and 

individual spikes (below) of the selected effector neuron (cell #2 in this case) over the 

course of two trials. In this session a bottom displayed target and upper firing rate 

threshold corresponded to receipt of reward. The colored arrows indicate the time when 

the neuron’s firing rate reached its respective upper versus lower thresholds.  (C) 

Permutation of possible firing rate thresholds, target locations and reward mappings for 

this session (i.e. 4 possibilities per session or 8 possibilities across sessions for which 

correspondences may be reversed).  Top versus bottom targets were displayed randomly.   

 

Figure 2. Enhancement in receipt of reward.  (A) Mean performance (percent of trials 

in which reward was given; solid line) and standard error (dashed line) for all sessions in 

which learning was present.  The inset exhibits performance and associated confidence 

bounds for a single effector neuron over one session. The arrow indicates the trial in 

which learning criterion was first reached.  (B) Distribution of change in performance 

comparing beginning to peak performance during asymptote for the 32 sessions in which 

learning was present. 

 

Figure 3. Modeling neural network activity.  (A) Schematic illustration of the 

population-wide modeling.  (B) An example of the interpolated time varying firing rate, 
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fitted self-correlated spike filter and one cross-correlated interaction filter onto a single 

cell recorded at baseline. Statistically significant time lagged interactions are shaded in 

gray. For self-correlations, the shaded time lag at 0-10 ms corresponds to the cell’s early 

negative refractory period whereas, for cross-correlations, the shaded time lag at 10-50 

ms corresponds to an excitatory time-delayed interaction with another cell in the 

population. 

 

Figure 4.  Examining concomitant changes in population activity. (A) Two scenarios 

in which enhanced correlated activity may be influenced by a common extrinsic source 

(e.g. from cells in the network other than those recorded).  The left schematic illustrates a 

global increase in population activity and the right illustrates co-variations in firing rates 

produced by a common source. (B) Mean difference between the time taken to reach 

threshold during baseline and asymptote for all effector cells. (C) Example of the firing 

activity of an effector cell (black) during two trials; the top one in which the upper 

threshold is reached and the bottom one in which the lower threshold is reached.  The 

firing activity of a simultaneously recorded cell in the population is shown in gray.  The 

colored arrows indicate the time when the effector neuron’s firing rate reached its 

respective upper versus lower thresholds.  (D) Pearson’s correlation coefficients (r) 

between the firing rate of the effector neuron (black) and all other cells in the population 

(gray) over time during a representative session.   (E) Cross-correlogram of spiking 

between the two neurons before (above) and after (below) shuffling their spikes within 

the same successive windows used to calculate their firing rates.  The dashed horizontal 

line indicates the 3 standard deviation threshold for significance. 

 

Figure 5.  Development of targeted interactions within the population. (A) 

Proportional change in firing rates, self-correlations and cross-correlations between 

baseline and asymptote.  White bars indicate proportional changes for the population and 

gray bars indicate proportional changes for the effector neurons. The asterix indicates 

significance (t-test; p < 0.05).  (B) Differences in the percentages of interactions (cross-

correlations) between the baseline and asymptote periods across all sessions.  Gray bars 

indicate difference in the percentage of interactions for effector cells per session, and 
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white bars indicate difference in the percentage of interactions averaged per session 

across the population.  The arrows indicate the median for each distribution. (C) 

Cumulative distribution of connectivity changes calculated using pseudo-effector GLM 

resamplings. The black shaded area indicates the proportional probability that a randomly 

selected cell within the population displays the same or greater increase in connectivity as 

the true effector cell. (D) Changes in the network structure based on graph-theoretic 

measures.  The left graph demonstrates the relative change in hub coefficients for effector 

cells (gray) and the population (white), whereas the right graph demonstrates the relative 

change in clustering coefficients for effector cells (gray) and the population (white).  

Below, are schematic illustrations depicting the general difference between a network 

hub (left) and a network cluster (right).  

 

Figure 6. Temporal dependence of effector cell interactions on profit.  (A) Mean 

performance and standard error of effector cells recorded during two sessions, but with a 

different effector (not shown) chosen for the second session. The performances shown for 

both sessions are that of the first effector neurons. (B) Percentage of cross-correlated 

interactions during the baseline and asymptote periods for effector neurons that 

previously controlled target selection only during the first session, measured across all 

four periods. The asterix indicates statistical significance between asymptote and baseline 

(t-test; p < 0.05).  (C) Differences in the percentages of cross-correlated interactions 

between the baseline and asymptote periods during the inter-trial-interval when no 

sensory input was present.  Gray bars correspond to effector cells and white bars 

correspond to the population.  The arrows indicate the median of each distribution. 

 

Figure 7.  Spatiotemporal properties of effector cell interactions.  (A) Cumulative 

distribution of connectivity changes calculated using pseudo-effector GLM resamplings 

for local (within area) and distant (between area; i.e. DLPFC-PMd) interactions. The 

black shaded area indicates the proportional probability that a randomly selected cell 

within the population displays the same or greater increase in connectivity as the effector 

cell per interaction type.  (B) Distribution of time-lags for all local (solid lines) and 

distant (dashed lines) interactions, as a percentage of all significant interactions, during 
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baseline (left) and asymptote (right).  The blue area indicates the time lags corresponding 

to putative monosynaptic couplings based on spike interval delays (see Text). (C) 

Connectivity of a sample population recorded during baseline (left) and asymptote (right) 

periods.  The effector cell is positioned in the center and shaded gray to aid with 

visualization.  Green circles indicate cells recorded in the DLPFC and white and gray 

circle(s) indicate cells recorded in the PMd.  Lines indicate presence of significant 

interactions between cells, with arrows indicating the time-delayed direction of driving.  

Solid lines indicate local interactions within the same area whereas dashed lines indicate 

distant interactions between areas (cells displaying no connectivity are not depicted).   
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Abstract

Although the existence of correlated spiking between neurons in a pop-

ulation is well known, the role such correlations play in encoding stimuli

is not. That is in addition to correlations being present (noise correlations)

are they also stimulus modulated so that precise patterns of spikes, syn-

chronized across neurons, encode beyond what would be expected under an

independent neuron assumption? We address this question by constructing

pattern based encoding models. The challenge is that large populations may

express an astronomical number of unique patterns and determining each

individual patterns encoding properties is not feasible. We avoid this com-

binatorial problem using a dimensionality reduction approach based upon

regression trees. Using the insight that some patterns may, from the per-

spective of encoding, be statistically indistinguishable, the tree divisively

clusters the observed patterns into groups whose member patterns possess

similar encoding properties. These groups, corresponding to the leaves of

the tree, are much smaller in number than the original patterns, and the

tree itself constitutes a tractable encoding model for each pattern. Our for-

malism can detect extremely weak stimulus driven pattern structure and is

based upon maximizing the data likelihood, not making a priori assump-

tions as to how patterns should be grouped. Most importantly, by compar-

ing pattern encodings with independent neuron encodings, one can deter-

mine if neurons in the population are driven independently or collectively.

We demonstrate this method using multiple unit recordings from area 17 of

anaesthetized cat in response to a sinusoidal grating and show that pattern

based encodings are superior to that of independent neuron models. The

agnostic nature of our clustering approach allows us to investigate encod-

ing by the collective statistics that are actually present, rather than those

(such as pairwise) that might be presumed.
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Introduction

A central question of neuroscience is whether neurons within a population encode stim-

uli independently, or collectively, as complex spatio-temporal patterns of action poten-

tial activity. One way to address this is to compare encoding models based upon in-

dependent spike trains, with encoding models based upon patterns of spiking across

the entire population. Stimulus encoding by individual neurons is routinely quantified

by fitting probability models to their spike trains Brown et al. (2001); Truccolo et al.

(2005). In contrast, quantifying how a neuronal population uses patterns of spikes to

encode has been less feasible, if only because a population of N neurons may express

any one of 2N patterns at any given time. Although it is likely that the number of pat-

terns M that are actually observed is far smaller (M << 2N ), an approach that directly

models encoding by each individual pattern would still have far too many parameters to

accurately fit.

Thus most techniques for modeling population spiking have either considered neu-

rons as independent, or have considered neurons as coupled (through second or higher

order connections), but with those couplings independent of the stimulus. Both Ising

models Martignon et al. (2000); Schneidman et al. (2006); Tang et al. (2008), and

GLM based conditional intensity function models with cross history terms Okatan et al.

(2005); Pillow et al. (2008); Truccolo et al. (2010) are examples of the latter approach.

These methods only address whether collective patterns are present (noise correlations)

not whether they actually useful for encoding. An approach that can directly quantify

the relation(s) between pattern and stimulus would be highly desirable. Further, recent

studies have indicated that second order models are likely to be insufficient for cap-

turing the pattern statistics of neural populations, particularly as the populations being

recorded from grow in size Roudi et al. (2009); Ganmor et al. (2011). The goal of this

paper is to define a pattern probability model and fitting methodology which captures

the relation between stimulus and pattern and does so for pattern statistics of arbitrary

order and neural populations of arbitrary size.

To construct a pattern encoding model we proceed via the insight that some patterns

may convey statistically identical information about a stimulus. The brain is a highly

redundant system which processes information in a manner robust to noise. Shadlen and

4



Newsome (1994); Jacobs et al. (2009); Chelaru and Dragoi (2008), Thus if one spike is

dropped from a N >> 1 neuron pattern, it could matter for encoding, but very likely it

does not and it is even more likely that one does not possess sufficient experimental data

to make such a distinction anyway. Guided by this intuition we propose that patterns be

grouped into a set ofC << M clusters. For all patterns within a given cluster, the effect

of any stimulus upon the pattern probability is modeled identically. That is, instead of

modeling each pattern parametrically, we make parametric models of the clusters.

Since it is possible that patterns which appear very different may encode similar

information, we do not presume that spiking patterns which appear similar must be

clustered together. Instead we use a regression tree to group patterns so that the data

likelihood is maximized Breiman et al. (1984); Quinlan (1993). The regression tree

recursively splits the observed patterns into subgroups such that the expression prob-

ability of each pattern within a subgroup covaries with the stimulus in an identical

manner. Thus the grouping does not depend upon the patterns themselves being simi-

lar, although this can be reintroduced by adding a ”regularization” term dependent upon

the Hamming distance. By allowing the clusters to be defined by the data, rather than

by one’s preconceptions, pattern encoding models can be generated irrespective of the

order of correlative (between neurons) statistics present in the data.

Regression tree generated pattern clusters constitute a true population encoding

model. Using the data likelihood as a measure of encoding (goodness of fit) they can

be used to determine if stimuli are encoded by independent neurons or by collectively

driven patterns. We demonstrate this using both simulated populations and real multiple

unit data from area 17 of an anesthetized cat. In the case of the simulated data, pat-

tern probabilities are accurately recovered for large (60 neuron) populations expressing

many (thousands) of unique patterns, even when the collective structure is weak com-

pared to neurons’ independent stimulus drive. In the case of the cat data, we find that a

grating stimulus is better encoded by collectively driven patterns, than by independent

neuron encodings.
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1 Methods

In this paper we consider discrete time, ”spatial” patterns of spikes across a neuronal

population. That is, each pattern is an N element vector of ones and zeros corresponding

to neurons which are, or are not, firing within a particular time bin (Figure 1A). For N

neurons, 2N patterns are possible, however in general only a subset M << 2N will be

observed. Each observed pattern is assigned an ordinal numeral m ∈ 1 . . .M and this

designation is used to define a multinomial process that describes the temporal evolution

of the population spiking.

We wish to construct an encoding model of how each pattern’s expression probabil-

ity depends upon an arbitrary stimulus s(t). We use the form

Pm(s(t)) = P null
m P stim

m (s(t)) (1)

P null
m is the mean expression probability of patternm and is independent of the stimulus.

This is what a second order coupled model, such as an Ising model, would estimate

and much effort has gone into accurately estimating such null models. Our goal is to

determine how the pattern probabilities given by the null model are modulated due to

stimulus drive. Towards this end, we will initially evaluate P null
m by simply counting

the number of times each pattern occurs (Nm), in a manner analogous to estimating a

neuron’s mean firing rate by counting spikes.

P null
m =

Nm∑
mNm

(2)

Later we will generalize the null distribution so that all patterns are allowed some non-

zero probability.

P stim
m (s(t)) modulates the expression probability of pattern m as a function of the

stimulus. In general there will be too many patterns to accurately model this for each

individual pattern m. Instead, we partition the patterns into a set of C << M clus-

ters whose member patterns have probabilities that covary identically with the stimulus

(Figure 1 B). That is, for each pattern m in a cluster c, P stim
m (s(t)) = P stim

c (s(t)), Since

it is not a priori clear how many clusters should be used or from which patterns they

should be constructed, we use a logistic regression tree to perform a recursive binary

partitioning of the patterns.
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An example of such a tree is shown in Figure 1 C. The root node comprises all

the patterns. The patterns are then split into two groups defining child nodes. Pat-

terns within each of the child nodes have the same stimulus dependent probability term

Pchild(s(t)). This is estimated using a logistic regression model which depends on the

stimulus, and also the partitioning of patterns between child nodes. Optimum partition-

ing is achieved using an expectation maximization type algorithm (described below)

which maximizes the data likelihood. Crucially, this algorithm does not depend upon

the patterns in each child node ”looking similar”, although this can reintroduced by

adding a prior (see below). The child nodes are then themselves split into additional

child nodes and the process repeated until further splitting is no longer justified by the

data. In this paper, the Bayesian Information Criterion (BIC) is required to be further

minimized by each branching, although other criteria could be envisioned, see Hastie

et al. (2009).

The ”leaves” of the tree, i.e, the nodes at the edges, are the clusters c ∈ 1 . . . C and

the tree itself constitutes a stimulus dependent probability model for each leaf. The lo-

gistic regression fitted probabilities of the child nodes of each branching are conditioned

on the probability of their parent node. Thus the probability Pc(s(t)) that a member pat-

tern from leaf c is observed is the product of the conditional probabilities of each node

along the path connecting leaf c to the root of the tree.

Pc(s(t)) =
∏

i∈ path

Pi(s(t)|parent nodes) (3)

where the product is over the nodes i along the path. The modulatory term P stim
c (s(t))

is then simply obtained by dividing by the mean leaf probability.

P stim
c (s(t)) = Pc(s(t))

T∑
m∈cNm

(4)

The regression tree can be thought of as a type of latent class model for which both

the correct number of classes, and the partitioning of patterns between classes (clusters)

must be determined.

1.1 Splitting Algorithm

At each branching we partition the patterns into child nodes using an expectation max-

imization type procedure that increases the log likelihood of the observed patterns. The
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algorithm is shown schematically in Figure 2. First the patterns within a node are as-

signed randomly to two child nodes designated here as ”+” and ”-”. Second, we fit a

logistic regression model to the clustered patterns

P±(t) =
e±[β0+X(t)β]

1 + e±[β0+X(t)β]
(5)

where P+ and P− are the node probabilities, X(t) is a covariate matrix which parame-

terizes the stimulus and β0 and β are the parameters.

Third, we fix the parameters of the logistic regression model and reassign the pat-

terns between the child nodes so as to maximize the likelihood. It is shown in Appendix

A, that the total log likelihood is maximized when each pattern m is assigned to the

cluster which individually maximizes

logLm =
∑
t∈Tm

logPm(t) (6)

where the sum is over the time bins Tm in which pattern m appears. (The full log like-

lihood is the sum of equation 6 over all patterns.) This sum can be calculated explicitly,

although we also show in Appendix A that if the covariate matrix X(t) is standardized

so that each column has zero mean, then the log likelihood is equivalently maximized

when each pattern m is assigned to child node + if∑
t∈Tm

X(t)β > 0 (7)

and to child node − if the sum is less than zero. 1 Thus the assignment of each pattern

depends not upon its mean probability of expression (bias) but upon how that probabil-

ity varies with changing stimuli.

The logistic regression model is then refit, the patterns reassigned, and this process

is then iterated until patterns no longer shift between nodes, or an upper iteration bound

is reached. If the final result minimizes the BIC then the split into child nodes is retained

and they become new leafs on the tree. Otherwise the child nodes are removed from

the tree. The whole procedure is then repeated at all leafs on the tree until the BIC

is no longer minimized and the splitting terminates. In essence, the tree recursively

partitions the stimulus space into smaller subspaces which are predictive of the patterns

1The pattern is assigned randomly if the sum equals zero exactly.
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(see Figure 1D). See Appendix B for algorithmic benchmarking using various simulated

data sets.

Generating Logistic Regression Trees

1. Assign each unique observed pattern to an ordinal numeral 1 . . .M and generate

a multinomial time series. Designate the group of all patterns as the root node of

the tree.

2. Using the occupation probability of each pattern calculate the log likelihood (see

equation 17) of the multinomial time series and the BIC.

3. Split the set of patterns 1 . . .M into two groups (child nodes) by random assign-

ment. Generate a binomial time series where 0 corresponds to the first group and

1 to the second.

4. Fit a logistic regression model to this binomial time series using the stimulus

covariate matrix X .

5. Using equation 6, reassign each pattern to the group (node) which maximizes the

log likelihood.

6. Iterate steps 4-5 until either no patterns are reassigned or an upper iteration bound

is reached.

7. Recalculate the log likelihood and BIC according to equations 17 and 3. If the

BIC post splitting is less than that pre splitting, the child nodes become new leafs

on the tree. Otherwise, remove them.

8. Iterate steps 2-7 at all leaves until no additional leaves are generated.

1.2 Hamming ”Regularization”

Due to insufficient observations, patterns which occur infrequently may be difficult to

assign to a cluster based solely upon the data likelihood. To take advantage of any

prior information one might have about how patterns should be grouped a ”regulariza-

tion” term can be added to the log likelihood. That is, instead of maximizing the log
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likelihood (equation 6), it can be required that

logLm + ηR =
∑
t∈Tm

logPm(t) + ηR (8)

be maximized for each pattern m within step 5 of the expectation maximization algo-

rithm. η is a tunable regularization parameter, andR depends upon the prior chosen.

In this paper we use a regularization which depends upon the Hamming distance

(binarized L1 norm) between patterns. That is, patterns which ”look similar” tend to be

grouped together.

R = − T

NMc

∑
n∈c

DH(n,m) (9)

whereDH(n,m) denotes the Hamming distance between patterns n and m, and the sum

is over patterns currently assigned to the child node in question. The denominatorNMc

is for convenience and normalizes out the experiment specific factors of total neuron

number N and number of patterns Mc in each child node. Use of T in the numerator

puts the regularization on the same scale as the log likelihood Lm and weighs the regu-

larization more heavily (compared to Lm which scales as Tm) for patterns which occur

infrequently. Thus patterns which occur infrequently tend to be grouped with others

that are similar, while frequently occurring patterns are assigned based on likelihood

maximization.

1.3 Generalization

As discussed above, the data set used to fit the regression tree most likely contains only

M << 2N unique patterns. For fitting purposes, the probability of the other 2N −M

patterns is set to zero. However most likely these patterns do not have zero probability

and it was simply due to chance (and finite data lengths) that they were not observed.

Recall that the tree describes the training data pattern probabilities using a multiplicative

form

Pm(s(t)) = P null
m P stim

m (s(t)) (10)

Generalization the tree so that it describes the stimulus driven probabilities of all 2N

patterns requires three steps. 1) Assignment of a null probability to every possible
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pattern. 2) Assignment of each unique pattern to a leaf on the tree (so that its covariation

with the stimulus is determined. 3) Normalization of the full probability distribution so

that
∑

m Pm(s) = 1 for all stimuli s.

1) To generalize the null probabilities we replace the null distribution used for fitting

the tree (Pm = Nm/T ) with one that allows all the patterns non-zero probability, but is

hopefully not too different from that used for fitting. One possibility is to simply use

an Ising model (or other parametric model) for the generalized null distribution. A sec-

ond is to use the Good-Turing estimator of the missing probability mass Orlitsky et al.

(2003). This is estimated solely from the training data as the fraction of observations

which only occur once.

αGT = # patterns occurring once/T (11)

The null probability of patterns observed in the training data is then updated as

P null
m → P null

m,GT = (1− αGT )P null
m (12)

Novel patterns are assigned a null probability that is a fraction of the missing mass, with

that fraction is based upon an Ising (or other parametric) model assumption.

P null
m,GT = αGT

P ising
m∑

m/∈train P
ising
m

(13)

This null probability distribution is normalized over all possible patterns, i.e.
∑

m P
null
m,GT =

1.

2) To generalize P stim
m (s(t)) to all patterns, each novel pattern is assigned to a leaf

on the tree. Specifically, motivated by the Hamming regularization used above, it is

assigned to the leaf composed of patterns with which which it is ”closest” via minimum

mean Hamming distance.

c = argminc
1

Mc

∑
m′∈c

DH(m,m′) (14)

and we set P stim
m (s(t)) = P stim

c (s(t)) as above. Intuitively, in the absence of any

information about how the novel pattern covaries with the stimulus we revert to our

”prior” that patterns that look similar are grouped together.
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3) Finally, the full stimulus dependent probabilities are normalized by simple divi-

sion.

Pm(s(t))→ P norm
m (s(t)) =

Pm(s(t))∑
m Pm(s(t))

(15)

This last step ensures normalization for all possible stimuli s, however it is important

to note that since P stim
m s(t) is a modulatory term,

∫
Pm(s(t))ρ(s)ds = 1 even prior to

this step no matter which leaf each pattern is assigned to. ρ(s) is the distribution of

stimuli in the training set. If the missing mass is low, the normalization of step 3 will

be minimal. In this case, one can skip not only this final step, but also the majority of

step 2, only assigning to leafs novel patterns which are actually observed in the test set,

and greatly diminishing computation time. For example the V1 cat data presented in

the Results section below has a missing mass of 0.006, and the final normalization step

does not change the pattern probabilities or test data log likelihood in any appreciable

fashion.

1.4 Bagging Trees

The regression tree algorithm uses random initial assignments of patterns to sub nodes.

Thus each implementation will generate a different tree. This variability is an advantage

because the stimulus dependent probabilities P stim
m can be averaged across trees, or

bagged Breiman (1996). Specifically, if N different trees are generated from the data,

and the stimulus dependent probability for pattern m provided by tree n is P stim
m,n , then

the bagged estimate is

P stim
m,bag =

1

N

N∑
n=1

P stim
m,n (16)

The full pattern probability is Pm,bag(s(t)) = P null
m P stim

m,bag(s(t)). Bagging improves

generalizability to a validation data set by emphasizing structure conserved throughout

the data set and reducing the risk of overfitting.

1.5 Goodness of fit: patterns versus independent neurons

To determine if stimuli are encoded collectively or by independent neurons we compare

the goodness of fit of the pattern model with that of independent neuron models (one
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for each neuron) regressed upon the same stimulus covariate matrix X(t). We use the

log likelihood (deviance) of an independent test data set to quantify goodness of fit .

An increase in log likelihood is analogous to a reduction in mean squared error (for

Gaussian variables it is identical). It is important to distinguish between patterns being

present in the data, and patterns actually covarying with the stimulus. Our formalism

uses a multiplicative form for each pattern probability Pm(s(t)) = P null
m P stim

m (s(t))

(equation 1). This allows the data log likelihood to be split into two terms with these

different physical interpretations.

Denoting mt as the pattern m that is observed at time t, the log likelihood may be

written as:

logL =
T∑
t=1

log [Pmt(s(t))] =
T∑
t=1

log
[
P null
mt

P stim
mt

(s(t))
]

=
T∑
t=1

log
[
P null
mt

]
+

T∑
t=1

log
[
P stim
mt

(s(t))
]

= logLnull + logLstim (17)

The first term only depends upon the mean expression probability of the pattern. If it

is larger than what would be expected under an independent neuron assumption, then

structured patterns are present in the data. The second term depends upon how the

stimulus modulates each pattern’s expression probability. If it is larger than what would

be expected under an independent neuron assumption, then in addition to being patterns

being present, their probabilities are modulated by the stimulus in a way that can not be

described by independent neurons.

Analogous null, and stimulus dependent pattern probabilities can be calculated for

a set of N independent neuron models. If each neuron is modeled with its own dis-

crete time, stimulus dependent, probability of spiking (conditional intensity function)

λn(s(t)), the probability of pattern m is given by a product.

Pm,indep(s(t)) =
N∏
n=1

λn(s(t))θm,n(t)(1− λn(s(t)))1−θm,n(t) (18)

where θm,n(t) = 1 if pattern mt has a spike for neuron n and is 0 otherwise. In analogy

with equation 1, P stim
m,indep(s(t)) = Pm,indep(s(t))/Pm,null where

P null
m,indep =

1

T

T∑
t=1

Pm,indep(s(t)) (19)
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is the mean probability of the pattern (similar to the mean firing rate of a neuron). These

probabilities can be used to calculate logLnullindep and logLstimindep for comparison with the

regression tree pattern model.

It should be noted that P null
m,indep is not the same as the pattern probability that would

be calculated for a mean firing rate model. This is given by

Pm,frate =
N∏
n=1

λ̄θm,n(t)
n (1− λ̄n))1−θm,n(t) (20)

where λ̄ = (1/T )
∑

t λ(s(t)). Essentially the difference is that the product of a sum is

not the same as the sum of a product.

2 Results

We first present results from simulated data to illustrate four points. First, that the algo-

rithm can recover the correct pattern groupings. Second, that bagging can substantially

improve goodness of fit. Third, that Hamming regularization can improve generalizabil-

ity to an independent test set. Fourth, that our method can distinguish between neurons

driven independently by stimuli, and neurons driven collectively. We then apply the

regression tree algorithm to population activity collected in V1 of an anesthetized cat

stimulated by a moving grating and show that the grating stimulus is encoded collec-

tively as patterns.

2.1 Algorithm Recovers Correct Pattern Groupings

To demonstrate that the algorithm accurately groups patterns according to their encod-

ing properties, we generated ”ordinal patterns” from a logistic regression tree (shown

in Figure 3 A). In the absence of Hamming regularization nothing in the formalism or

regression tree algorithm requires that the patterns be generated by spiking neurons.

Instead they can simply be designated by an ordinal list m ∈ 1 . . .M of distinct obser-

vation types, which is what we do in this subsection.

The tree used to generate the data has 20 leaves, each containing 20 patterns such

that the total number was M = 400. Given a particular leaf, each pattern within it was

equally probable. The leaf probabilities were generated using a covariate matrixX with
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1 constant bias column, and 24 time varying columns. The time varying columns were

chosen to mimic processes occurring at different time scales and had the form.

xt = cos(2πft+ φ0) (21)

where f was chosen randomly between 0.1 and 10 Hz, and φ0 was chosen randomly

between 0 and 2π. The parameters β defining the logistic regression model of each

branching were chosen randomly within [−0.5, 0.5]. We simulated 200 seconds of data

at 1 msec resolution from this model.

Since the initial assignment of patterns at each branching is random, the regression

tree algorithm generates a different tree each time it is applied. We show one tree fit to

the data in Figure 3 B. Although the fitted tree looks different from the model, it has 20

leaves, and each leaf in the fitted tree is isotropic (is comprised of the same patterns)

to a leaf on the model tree. It is well known that different regression trees can have

similar or even identical input output mappings Ripley (1996). For example if there are

three true leaves, splitting the root node {A,B,C} into children {A,B} and {C} and then

{A,B} into {A} and {B} produces the same partition as splitting {A,B,C} first into {A}

and {B,C} and then {B,C} into {B} and {C}. What matters is not the exact structure

of the tree, but how well it fits the data. Measured from the baseline null model the

fitted tree accounts for 96% of the log likelihood that the tree used to simulate the data

does 2. Moreover the mean correlation coefficient between the pattern probabilities as

defined by the model and as deduced by the regression tree is r = 0.94 (p < 0.001).

Finally in Figure 3C we show the probability of four of the leaves (over a 2 second

example epoch) both as defined by the model tree, and as predicted by the fitted tree

and demonstrate extremely accurate agreement.

2.2 Bagging Trees

The fact that the algorithm produces different trees for different implementations, is an

advantage because the pattern probabilities predicted by different trees can be averaged

or bagged to improve goodness of fit. In this example we used the same (as above)
2We calculate the log likelihood fraction as the ratio of the stimulus driven log

likelihoods (eq 17) of the fitted regression tree and the model. That is ∆LL =

(LLtree − LLnull)/(LLmodel − LLnull) .

15



grouping of 400 ordinal patterns into 20 groups, but used a multinomial logit model to

generate the group probabilities (Figure 4A)

Pc(Xt) =
eXtβc∑C
c′=1 e

Xtβc′
; (22)

The covariate matrix X was identical to that of the above section, and the parameters β

were again chosen randomly within [−0.5, 0.5].

Figure 4 B shows two different twenty leaf regression trees, generated by different

applications of the algorithm. Each has an isotropic mapping of leaves to multino-

mial logit groups. Both trees account for 83% of the log likelihood of the original the

multivariate logit model, and the mean correlation coefficients (over all 400 patterns)

between the fitted and model probabilities are r = 0.81 and r = 0.82 (p < 0.001

for both) respectively. The time varying probabilities (over a representative 1 second

epoch) for six patterns (each from a different group) as defined by the model and the

first fitted tree, are shown in Figure 4C. This level of goodness of fit is repeatable as

shown by the log likelihoods and correlation coefficients of 50 different trees in Figure

4D.

The individual trees have poorer fit than in the previous example, because they were

not generated from a model with tree like structure. However the fit can be substan-

tially improved by bagging (averaging pattern probabilities) across all 50 trees (black

lines in 4C and vertical dashed lines in 4D). The bagged trees account for 90% of the log

likelihood, and the mean correlation coefficient between the bagged and model pattern

probabilities increases to 0.93. Figure 4E shows how these goodness of fit measures in-

crease with the number of trees used for bagging. Thus even when data is not generated

by a tree, multiple bagged trees can still provide a good probability model.

2.3 Simulated Cell Assemblies: Hamming Regularization

For large neuronal populations many of the patterns which are observed may occur

only rarely, making it difficult to accurately group them. Here, regularization can be

used to stabilize the regression trees and improve generalizability to an independent

test data set. We simulated neural spiking patterns from 60 cells which normally fired

independently at 40 Hz. However, for certain values of a simulated input stimulus

groups of 6 cells had a high probability of firing together, expressing 4 or more spikes
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(out of 6). Patterns of 3 spikes were not allowed. Given a group or ”cell assembly” each

of its member patterns (22 total per group) were equally probable. See Figure 5A for a

raster plot in which patterns corresponding to ”cell assemblies” are in grey.

Formally, the data was generated using a multinomial logit model (see equation 22)

with 11 groups. 10 of these were ”cell assembly” groups, the 11th was the ”independent

neuron” group. The same 25 column stimulus covariate matrix X as above was used.

The parameters of the multinomial logit were chosen so that independent neuron group

was most probable (independent firing 92% of the time), and the cell assembly group

were expressed more rarely (each roughly 0.8% of the time). Specifically βc was chosen

randomly within [−1, 1] except for the bias parameter which was chosen to be 4 for the

independent neuron group and−4 for the other 10 groups. This model has 2051 unique

patterns, and from it we simulated 100 seconds (at 1 msec resolution) of training data,

and 50 seconds of test data. The total number of patterns expressed by the training data,

and the percentages of time for which they were expressed are both shown in Figure 5

B as a function of the number of spikes in the pattern.

In Figure 5C we show an 11 leaf tree which recovers the correct pattern groupings,

and in Figure 5D we show compare 4 pattern probabilities from the model with those

deduced by bagging over 50 trees. The tree and probabilities shown were generated by

regularizing the node splitting algorithm. As discussed in the Methods, a penalization

was introduced so that patterns which ”look similar” via Hamming distance tended to

be grouped together. The strength of this regularization was controlled using a regu-

larization parameter η. For small values of η the algorithm produced trees with too

many leaves and did not group the patterns properly (Figure 5E upper). This is likely

due to both large number of patterns and the fact that many of them were observed

infrequently. However for a regularization of approximately η = 10−2, the the correct

number of leaves was recovered and the patterns were grouped correctly. This was the

case across the majority of fitted trees as evidenced by the mean (within group) Ham-

ming distance between patterns approaching that the original model for all fitted trees

(Figure 5E lower).

The optimal value for η is that which maximizes the test data log likelihood (Figure

5F lower). Specifically, we used 50 logarithmically spaced values of η ∈ [10−4, 10−1].

Increased regularization degrades the log likelihood of the training data, however this
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is due to over fitting when no regularization is used (Figure 5F upper). In contrast, the

log likelihood of the test data is maximized near η = 10−2, at the same regularization

that recovers the correct pattern groupings. In addition to showing the mean log like-

lihoods across 50 individual trees (black) we also show the log likelihoods when trees

are bagged (grey). Validation data maxima are denoted by grey and black dots. In sum-

mary, regularization of the regression tree algorithm, motivated by the idea that patterns

that ”look similar” should be clustered together, produces a more parsimonious, and in

this case at least, more accurate representation of the data.

2.4 Distinguishing Patterns from Independent Neurons

Our algorithm can distinguish between neurons being driven independently, and neu-

rons being driven collectively. To demonstrate this we used the same 60 neuron cell as-

sembly model as above, but varied the percentage of time during which cell assemblies

were observed. Specifically, we varied the multinomial logit model bias parameters,

but kept the form of the multinomial logit model, the patterns forming cell assemblies,

the covariate matrix X(s(t)) and the parameters corresponding to stimulus modulation

(non-bias parameters) fixed.

What was crucially different was that when neurons fired independently they did

so with rates that were stimulus modulated (the previous section used a mean rate).

To simulate independent firing for each neuron n we modeled its independent stimulus

driven spike probability (per time bin) with a logistic regression model.

λn(t) = eXαn/(1 + eXαn) (23)

and randomly drew spikes according to these stimulus dependent probabilities. The

parameter vectors αn were chosen so that the 60 neurons had mean firing rates ranging

between 3 and 10 Hz (population mean 5.5 Hz). These rates were strongly modulated by

the stimulus, with standard deviations ranging between 10 and 30 Hz (population mean

standard deviation was 17.7 Hz). In summary, for each time t we used the multinomial

logit model to determine if the population was firing collectively (in which case we drew

a pattern as in the previous section) or if it was firing independently (in which case we

drew independent spikes according to equation 23. We simulated 100 s of training data
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and 50 s of test data at 1 ms resolution. Both bagged (un-regularized) regression trees,

and independent neuron models (eq 23) were fit to the simulated population spikes.

We then compared (in Figure 6) both the full test data log likelihoods, and the stim-

ulus driven log likelihoods of the tree based, and independent neuron based models

(see equation eq:loglikelihood). The full log likelihoods were higher for the trees (the

superior goodness of fit indicating that the algorithm could detect the existence of col-

lective patterns) when the percentage of time during which cell assemblies appeared

was greater than 0.7%. It could detect that these patterns were driven by the stimulus

when the cell assemblies appeared more than 2% of the time. That is, the stimulus

driven log likelihood was greater for the trees than the independent neuron models. To

ensure that this was not a function of the exact manner in which the patterns were as-

signed to cell assemblies, we randomized the patterns with 4 or more spikes across cell

assemblies (while retaining 10 assemblies total and 22 patterns per assembly) and re-

peated the calculations. The percentages for which pattern existence and pattern drive

could be detected changed only marginally (to 0.8% and 3.5% respectively. These re-

sults demonstrate that even when the collective patterns being driven by stimuli appear

only rarely (and the independent drive to neurons is strong) the collective structure can

still be detected.

3 V1 Cat Population Data

To demonstrate the algorithm on real neurobiological data, we used 20 neurons recorded

in area 17 of an anesthetized cat in response to a drifting sinusoidal grating. The neurons

had firing rates which ranged between 2 and 21 Hz, with median rate 7.4 Hz. A raster

plot is shown in Figure 7A. The grating stimulus had a temporal frequency of 0.83

Hz and were presented in repeated trials of 3.5 seconds each. 20 trials for each of 12

different directions (30 degree spacing) were recorded. We partitioned these into 15

training data trials and 5 test data trials for each direction. We concatenated the last 3

seconds of each trial (to eliminate transients from the stimulus onset) and discretized

the spikes using 3 ms bins. This resulted in 2600 unique patterns in the training data

and 1213 patterns in the test data, 860 of which were also in the training data (Figure 7

B). Further experimental details are in Appendix C and also see Yu et al. (2008).
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We first modeled the response of each neuron independently using a standard logis-

tic regression model.

λn(φ, t) =
eX(φ,t)αn

1 + eX(φ,t)αn
(24)

λ(φ, t) is the discrete time probability that the modeled neuron has a spike in time bin

t. X(φ, t) parameterized the grating stimulus as a function of both grating direction φ

and the time since stimulus onset t. αn is a parameter vector fit individually to each

neuron’s spikes.

In defining X(φ, t) we noted that most neurons exhibited periodic responses (re-

flecting the sinusoidal grating stimulus) but with different phase shifts (presumably re-

flecting their different retnotopies). Further, the magnitude of these responses varied

considerably with grating direction. (See Figure 7A for an example). In order to ac-

count for all these effects we modeled the influence of the stimulus on each neuron’s

spikes as

X(φ, t)β = µ+ A cos(φ− φ1) +B cos(2φ− 2φ2) + C(φ) cos(ωt−Ψ(φ)) (25)

We show in Appendix D of Supplementary Text S1 that the right hand side of the above

equation can be rewritten as a linearly weighted sum where X is a 13 column covariate

matrix, and β is a 13 element parameter vector. Briefly, µ is a fitted parameter that quan-

tifies the mean firing rate. The second and third terms model how this rate is modulated

by grating direction φ. A, B, φ1 and φ2 are parameters to be fit. The fourth term modu-

lates the response as a sinusoidal function of time since stimulus onset. The phase shift

of this last sinusoid depends upon the grating direction, as does the magnitude of the si-

nusoidal response. This model provided good fits to each neuron’s direction dependent

PSTHs (see Figure 7C for an example. The mean correlation coefficient between the

fitted probabilities λ(t) and the neurons’ PSTHs was 0.72.

We next used exactly the same covariate matrix X(φ, t) to model how the patterns

of spikes across the population depended upon the grating stimulus. We fit 50 different

trees at each of 50 different logarithmically spaced values of the Hamming regulariza-

tion parameter (η ∈ [10−4, 101]). Figure 7D shows an optimally regularized tree, i.e. fit

using the regularization corresponding to the largest test data bagged stimulus driven

log likelihood. In Figure 7E left we show these bagged stimulus driven log likelihoods
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(in blue) of both the training and test data sets, normalized to a scale where the cor-

responding log likelihoods of the above independent neuron model is 1. The stimulus

dependent part of the test data log likelihood (that modeled by the regression trees) has

a normalized maximum of 1.04, indicating that at least some of the patterns covary with

the grating stimulus in a manner which can not be fully explained by an independent

neuron model. This difference is highly statistically significant at p=1.4 ×10−4 by t-

test on the set (over all time bins) of differences between the stimulus dependent log

likelihoods 3. To ensure that this improvement in fit was robust, we split the test data

into two halves and recalculated their stimulus driven log likelihoods (inset). We found

that regardless of which half was used to chose the optimum regularization parame-

ter (validation data) the other (test data) demonstrated significant (p < 0.05 ; t-test)

improvement in fit over the independent neuron model.

Importantly, the stimulus driven portion of the log likelihood is invariant to ex-

actly which generalization of the null distribution is used. Neither the Good Tur-

ing generalization, nor replacing the null distribution with an Ising model alters the

stimulus driven log likelihoods (curves of Figure 7E left) are visually indistinguish-

able, not shown). This is an advantage of the pattern model’s multiplicative nature,

i.e. Pm(s) = P null
m P stim

m (s). Generalizing the null distribution only influences P stim
m

through a common stimulus dependent normalization factor (step 3 in section 1.3, equa-

tion 15). This was minimal for the cat data, a consequence of the training data’s missing

probability mass being very small, 0.006 by the Good Turing estimate, and 0.0075 and

0.0026 when estimated by Ising, and independent neuron models respectively. For all

stimulus values, the renormalization of equation 15 was never more than a factor of

1 ± 0.01 and averaged 1 ± 0.0015 over the set of all stimuli. It should also be noted

that as long as P null
m is itself normalized, the renormalization of equation 15 cancels out

when averaged over all stimuli (see the discussion of section 1.3). The crucial point is

that either the Good Turing, the Ising, or even another null distribution (perhaps with

higher order correlations) can be used for generalization. Our approach is designed to

determine how null pattern probabilities are modulated by stimuli, not necessarily de-

3The t-test is appropriate because the distribution of likelihood differences is asymp-

totically normal (p=0.001; Jarque-Bera). See Appendix C of Clauset, Shalizi and New-

man (2009) and also Vuong (1989) for more extensive discussions.
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termine those null probabilities with precision. For this particular data set, the Ising

model is a sightly better generalization of the null distribution than the Good Turing es-

timate (Figure 7E right) but the difference is not statistically significant (p=0.82; t-test).

However, both null distribution generalizations are significant improvements (p = 0.03

Good-Turing and p = 0.02 Ising; t-test) over the independent neuron model.

To ensure that we were actually modeling how the pattern structure depended upon

the grating stimulus, we randomly shuffled the individual test data trials and also tem-

porally jittered the test data spikes (by ±15 ms, e.g. ±5 time bins). This destroyed the

coordinated (across neurons) spike timing (pattern) structure, but retained the relation

between each individual neuron’s spikes with the stimulus. This was confirmed by fit-

ting independent neuron models to each neuron’s original and shuffled spikes, visually

comparing the firing probabilities fitted to the original and shuffled data, calculating

the correlation coefficients between these probabilities (correlation coefficient r = 1;

p < 0.001 for all neurons) and calculating the log likelihoods, which were unchanged

for all neurons. However, when considering the bagged trees the log likelihoods of the

shuffled spikes (Figure 7 E, red) did change. The stimulus driven portions of the nor-

malized log likelihood dropped below 1. That is, once the pattern structure is destroyed,

the fit of the bagged regression trees dropped to that of the independent neuron model.

The null log likelihood dropped as well, but remained greater than 1 since the zero pat-

tern (no spikes in any neuron) is not destroyed by shuffling and jittering, and was better

described by the pattern model.

Regularization was crucial to getting fits superior to that of independent neuron

models, In Figure 8 A we show both unregularized and optimally regularized trees.

Figures 8 B and C the patterns of the twelve most probable leaves belonging to each of

these trees. The effect of the regularization is to bias the algorithm so that patterns that

”look similar” via Hamming distance are grouped together. Common singlets, doublets

and triplets are clearly visible in many of the leaves. Such structure is less apparent

in the un-regularized tree. Next, we explored which patterns fits were being improved

by regularization. After breaking down the stimulus log likelihood as a function of the

number of spikes in each pattern (Figure 8 D left) we found that the increased fit came

mostly from spikes with 3 or more patterns. Proportionally, the log likelihood more than

doubled for patterns with 3 spikes (Figure 8D right). Thus the effect of regularization
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was to stabilize the fits of patterns that occurred rarely (had high numbers of spikes).

The bagged regression trees constitute a probability model for each pattern which

depends upon both the grating direction and time since stimulus onset. We calculated

tuning curves for all of the observed patterns, and also how their probabilities varied

with time since onset (temporal profile). Most tuning curves and temporal profiles

changed little when calculated from the regression trees versus the independent neu-

ron models, but a minority did. We show three examples in Figure 9. We investi-

gated whether these changes could be used for improved decoding of grating direction

(over independent neuron models) using a maximum a posteriori decoding scheme.

We found slight improvement (41/60 versus 39/60 test data trials decoded the grating

direction accurately), but this was not statistically significant (p=0.34; bootstrap test

of proportions). This lack of significance is not surprising given that the improvement

in fit (stimulus log likelihood) was only 4% for this data set. It is possible that if the

population size was larger, the decoding could have been improved further.

4 Discussion

With the advent of multi-electrode arrays Nicolelis (2008) it has become possible to

simultaneously record the action potentials of hundreds, and potentially thousands, of

neurons. Such experiments provide an unprecedented opportunity to study how com-

putations are expressed as spatio-temporal patterns of neural activity. Unfortunately,

statistical methodologies for analyzing neural population data have not kept pace with

the experiments Brown et al. (2004); Macke et al. (2011). One reason is combinatorial,

the sheer number of patterns a large neural population can express precludes any sort of

direct modeling approach. Another reason is that neuronal populations, or at least the

small subsets of the network that can be recorded from, are highly stochastic Schiller

et al. (1976); Tolhurst et al. (1983); Vogels et al. (1989); Mainen and Sejnowski (1995);

Chelaru and Dragoi (2008); London et al. (2010). In this paper we presented a proba-

bilistic model of encoding by population activity, and an algorithm for fitting it, which

circumvents these two difficulties.

To circumvent the combinatorial problem we used a logistic regression tree to group

patterns into clusters, the members of which convey equivalent information about the
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stimulus being presented. The regression tree was generated via an expectation max-

imization type, divisive clustering algorithm which iteratively split the expressed pat-

terns into subgroups with similar encoding properties. At each split, a logistic regres-

sion model was fit (E step) and the patterns were then reassigned between groups so

as to maximize the data likelihood (M step). To circumvent the stochasticity problem,

we regularized the regression tree to bias the clustering towards grouping patterns that

were ”similar” by Hamming distance. This requires fitting trees for multiple values

of the regularization parameter, and choosing the optimum value by cross validation.

While regularization is computationally intensive, it can substantially improve general-

izability to independent test data. Regularization tends to improve model fit for patterns

with several (two or more) spikes. These patterns occur rarely, and are harder to assign

by likelihood maximization alone.

Regression trees constitute a true pattern encoding model that identifies how the

probability of each pattern covaries with an arbitrary stimulus, instead of merely identi-

fying that patterns are present beyond chance. We demonstrated our algorithm on both

simulated data and also population data recorded in area 17 of anesthetized cat driven

by a grating type stimulus. The simulation studies showed that our algorithm can 1) ac-

curately deduce pattern probabilities even when the data contains thousands of unique

patterns and 2) deduce when neurons are being driven collectively, versus individually,

even if the collective drive is relatively weak. The analysis of the cat data showed that,

certain visual stimuli can be encoded collectively as patterns, at least to some degree.

Regarding this result we note that the population we used was small (20 neurons) and it

could well be that the influence of patterns would grow if a larger population was used.

Population encoding is most commonly studied under an independent neuron as-

sumption. Nirenberg et al. (2001); Petersen et al. (2001). The population vector model

is perhaps one of the simplest examples, merely averaging firing rates Georgopoulos

et al. (1986), but more sophisticated approaches are also commonly used Truccolo et al.

(2005). Most methods that move beyond independence have attempted to determine the

existence of correlations between neurons, the joint peristimulus time histogram being

one of the earlier efforts Gerstein and Perkel (1969). More recently, researchers have

used second order models to calculate the probability of all patterns under a pairwise

coupling assumption. The Ising model couples neurons bi-directionally, so that each
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neuron in a pair influences each other in the same manner. It has been used in demon-

strate the existence of second order correlations between neurons Schneidman et al.

(2006); Tang et al. (2008). Although Ising models do include a constant bias (mean

firing rate) term for each neuron, they do not allow for a time varying, perhaps stimulus

driven, firing rate. In contrast, cross coupled Generalized Linear Models, in which each

neuron’s spike probability is modeled as a function of the previous spiking history of

all neurons in the population also allow for independent stimulus drive to each neuron

Okatan et al. (2005); Pillow et al. (2008); Truccolo et al. (2010); Gerhard et al. (2011).

This is also a second order model, but has the advantage that the effects of stimuli upon

the spike probability can be included. Further, the couplings are directional, which is

perhaps more biologically realistic, than the bi-directional couplings of the Ising model,

as there is no reason that neurons in a pair should influence each other in an identical

fashion. Recent studies have suggested that as the size of a recorded neuronal popu-

lation grows, higher (than second) order statistics become critical Roudi et al. (2009);

Ganmor et al. (2011), and certain researchers have attempted to capture these higher or-

der effects via various approaches Martignon et al. (2000); Pipa et al. (2008); Ganmor

et al. (2011).

The above approaches describe the existence of correlations between neurons. They

do not directly address whether these correlations convey any information about stim-

uli, or other covariates of interest. That is, these approaches can quantify the presence

of patterns, but they do not say whether those patterns encode. Towards this point it has

been shown by several groups that discerning whether correlations between neurons are

driven by each other or by a common input can be problematic Kulkarni and Paninski

(2007); Lawhern et al. (2010); Macke et al. (2011). Certain authors have attempted to

address whether patterns are important by looking at the information between patterns

and stimuli Oram et al. (2001); Nirenberg et al. (2001), others by comparing the perfor-

mance of decoding models when correlations are, and are not, included Barbieri et al.

(2004); Pillow et al. (2011). We took a different approach, directly generating an en-

coding model of the pattern probability. One of the authors (E.B.) previously addressed

encoding by spike patterns of small populations of thalamic barreloid neurons by di-

rectly modeling each patterns’ probability of expression Ba et al.. However this brute

force approach becomes intractable as the population size grows.
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It is an experimental reality that one simply does not, and likely never will, have

enough data to model each pattern independently. Instead, guided by the data, we clus-

tered the patterns so that only the pattern statistics present in the data were modeled.

This clustering does not depend on patterns ”looking the same” although we found that

reintroducing this prior helped in practice. Instead patterns are clustered together if

they are collectively more probable in some subset of the stimulus space. Our divi-

sive clustering approach is similar in spirit to the Causal State Splitting Reconstruction

(CSSR) algorithm that generates hidden Markov models of time series by divisively

clustering past histories into equivalence classes which are maximally predictive of the

future evolution of the time series Shalizi and Klinkner (2004). In this case the patterns

are temporal, and the clustering is based entirely upon the internal dynamics of the time

series. CSSR performs the clustering completely non-parametrically and hence requires

large amounts of data. Still one the authors (R.H.) adapted and applied this technique

for calculating the computational complexity of spike trains Haslinger et al. (2010). Our

regression tree approach reduces the amount of data required by employing paramet-

ric logistic regression models, and also allows for the effects of external stimuli to be

included. Another algorithm with similarities to our own is the k-means algorithm for

clustering Euclidean data. In k-means the data points, defined in some Euclidean space,

are randomly assigned to k-clusters, the cluster’s centroids are calculated, and the data

points reassigned to the cluster with the closest centroid. Calculating the centroids is

analogous to our fitting a logistic regression model at each tree branching while reas-

signing the data points between clusters is similar to our reassigning patterns between

child nodes. In both k-means and our algorithm, the missing data of the EM procedure

is the knowledge of which cluster (leaf) a data point (pattern) is a member of.

Regression trees have long been used to model complex functions since their in-

troduction by Brieman and colleagues in 1984 with the CART (classification and re-

gression tree) algorithm Breiman et al. (1984), and the later C4.5 algorithm of Quinlan

Quinlan (1993). Trees are unbiased estimators but notoriously variable due to the re-

cursive partitioning, if two classes of observations are separated by a split near the root

of the tree, they can never be remerged Ripley (1996). A number of strategies have

been developed to not only handle, but also take advantage of this, most notably bag-

ging. Bagging averages the response (here the pattern probability) from many trees to
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achieve a more reliable estimator Breiman (1996). We used this technique to improve

significantly goodness of fit and generalizability. In contrast, boosting combines many

weak classifiers to obtain an optimal one, and can be applied at each split in the tree

Schapire (1990); Freund (1995) . Specific algorithms such as ADABOOST Freund and

Schapire (1997) and notably the LOGITBOOST algorithm of Friedman Hastie and Tib-

shiani Friedman et al. (2000) that combines many weak logistic regression models at

each split, would likely prove very applicable although more work is required to deter-

mine the best approach for modeling neural patterns.

Other algorithmic improvements suggest themselves. First, we currently fit logistic

regression models at each branching using all of the stimulus covariates. At times

more optimal models can be achieved by fitting only a subset of the covariates at each

branching Hastie et al. (2009). Second, we calculated the BIC at each branching and

only kept the branching if it minimized the BIC. However an initial branching that

leads to a poor improvement in fit may lead to a subsequent branching with substantial

fit improvement. For this reason, many studies, including the original work of Breiman

Breiman et al. (1984) grow their trees ”large”, continuing the splitting until each pattern

is in its own leaf. They then ”prune” the branches of the tree, from bottom to top,

until an optimally sized tree is found. We have yet to fully explore either of these

strategies in the context of neuronal patterns, although we note that both will likely

increase computation time. For both the simulated and cat data, a tree could be fit using

a standard work station in only a few minutes.

Perhaps the most significant drawback of the current formalism is that the pattern

model is not nested McCullagh (1989). That is, it would be most ideal to use the

independent neuron case as the null model, and build the regression tree based pattern

model from that starting point. This would have two advantages, first it would facilitate

the comparison of pattern based encodings with independent neuron based encodings.

Second, since correlations between neurons tend to be weak and sparse, the encoding

properties of most observed patterns are likely best described using an independent

neuron assumption. A nested model would allow one to identify exactly which patterns

are, in contrast, best described collectively. We are currently investigating how a nested

model could be constructed, but such a model is beyond the scope of the present work.

It is commonly held that neuronal networks store and process information in spatio-
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temporal patterns of spiking activity but exactly how they do this is hotly debated Aver-

beck et al. (2006); Jacobs et al. (2009); Abbott and Dayan (1999). If the functional

role of neuronal correlations and patterns of population spiking activity are to be fully

understood, it is crucial to develop methodologies capable of characterizing how the

collective spiking statistics of neuronal populations depend upon stimuli and other vari-

ables of interest. Our approach has the advantage of being extremely general, allowing

any variable to be included in the covariate matrix. For example, although we restricted

ourselves in this paper to analyzing how patterns depend upon external stimuli, infor-

mation about the internal dynamics of the system, such as spike history dependence,

or macroscopic state, such as local field potentials could also be included. Regarding

this generality, it is interesting to note that recent theoretical work on reservoir comput-

ing models has shown that recurrent networks can store vast amounts of information

in overlapping patterns of activity, and that different linear readouts can reliably ac-

cess different encodings Buonomano and Maass (2009). In principle, regression trees

could allow one to experimentally investigate if different encodings are simultaneously

present in a true population code of arbitrary correlative order.
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5 Appendix A: Pattern Reassignment

Assume the patterns have each been initially assigned to one of two child nodes, denoted

here by − and + and a logistic regression model has been fit such that the probability

of each node is given by

P±(t) =
e±[β0+X(t)β]

1 + e±[β0+X(t)β]
(26)
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The log likelihood of the observed patterns is then

logL =
T∑
t=1

logPmt(t)

=
M∑
m=1

∑
t∈Tm

logPm(t) (27)

T is the total number of observations and Tm is the subset of observations for which

pattern m is observed. Pm(t) is the probability of pattern m at time t and Pmt(t) is the

probability at time t of the pattern m which was actually observed at time t. The goal

is to maximize the likelihood by reassigning the patterns m between the two classes,

while keeping the parameters β0 and β fixed, e.g. to perform the M step. To this end, it

suffices to maximize each term in the sum over m independently.

Thus consider this component of the log likelihood

logL±m =
∑
t∈Tm

logPm(t)

=
∑
t∈Tm

log

[
e±[β0+X(t)β]

1 + e±[β0+X(t)β]

Tm
T±

]
(28)

If we assume, without loss of generality, that the covariate matrix X has been standard-

ized so that each column has mean zero, then the fraction of observations belonging to

each class ± is given by the bias parameter β0

T±
T

=
e±β0

1 + e±β0
; (29)

Substituting this into equation 28 and canceling terms, we obtain

logL±m =
∑
t∈Tm

log

[
e±[β0+X(t)β]

1 + e±[β0+X(t)β]

1 + e±β0

e±β0
T±
T

Tm
T±

]
=

∑
t∈Tm

±X(t)β + log

[
1 + e±β0

1 + e±[β0+X(t)β]

]
+ log

[
Tm
T

]
(30)

The node into which pattern m should be placed is the one which maximizes equation

30 . The third term is the same for both nodes. The first depends upon the sign of∑
t∈Tm X(t)β. We now show that the second term does as well. Multiplying the top
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and bottom of the second term by e∓[β0+X(t)β]/2 we obtain

log

[
1 + e±β0

1 + e±[β0+X(t)β]

e∓[β0+X(t)β]/2

e∓[β0+X(t)β]/2

]
=

log

[
e∓β0/2 + e±β0/2

e∓[β0+X(t)β]/2 + e∓[β0+X(t)β]/2
e∓X(t)β/2

]
=

log

[
e∓β0/2 + e±β0/2

e∓[β0+X(t)β]/2 + e∓[β0+X(t)β]/2

]
∓ X(t)β

2
(31)

Inserting equation 31 into equation 30 and combining terms we obtain

logL±m =
∑
t∈Tm

±X(t)β

2

+
∑
t∈Tm

[
log

[
e∓β0/2 + e±β0/2

e∓[β0+X(t)β]/2 + e∓[β0+X(t)β]/2

]
+ log

[
Tm
T±

]]
(32)

Only the first term is different between the two nodes.

Thus so as to maximize the likelihood, pattern m should be placed in the first (−)

child node if
∑

t∈Tm X(t)β < 0 and in the second (+) child node if
∑

t∈Tm X(t)β > 0.

This rule can be recursively applied for splitting each node of the tree.

6 Appendix B: Algorithmic Benchmarking

To test the regression tree algorithm over a range of data lengths, true numbers of clus-

ters, and numbers of patterns comprising each cluster, we generated multinomial pro-

cesses from models of the form

Pm(t) = Pc(t)Pm|c (33)

where Pc(t) is a multinomial logit model

Pc(t) =
eβ

c
0+X(t)βc∑C

c=1 e
βc
0+X(t)βc

(34)

and

Pm|c =
Nm∑
m∈cNm

(35)

The parameters {βc0, βc} for each cluster were randomly chosen within [−1, 1]. Like-

wise the covariate matrix X(t) was random with values drawn from within [−1, 1]. We
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chose X(t) to have 24 columns (24 plus 1 bias parameter gives 25 parameters total for

each class) and and a variable number T of observations (rows). Each class had a vari-

able number of ”patterns” M labeled by ordinal numbers. The probabilities of drawing

any given pattern m ∈ 1 . . .M given the cluster c were equal. That is Pm|c = 1/M .

In the absence of Hamming regularization, the regression tree algorithm can operate on

any multinomial process, not only one where the observations are defined as patterns of

spikes.

We then simulated data for different numbers of clusters C ∈ [5, 10, 20, 50] and

different numbers of patterns per class M ∈ [5, 10, 20, 50], and also different numbers

of observations T ∈ [10, 20, 100, 200] × 103. These numbers of observations were

chosen to reflect experiments at 1 ms resolution which are 10, 20, 100 and 200 seconds

long respectively. For each triplet {C,M, T} 20 simulated data sets were generated,

and the logistic tree algorithm fit to the data.

We calculated three measures of ”goodness of fit”. The first was the number of leaf

nodes found by the algorithm normalized by the true number of clusters.

F =
Nleaf

C
(36)

The second measure was one of pattern mis-assignment. The individual patterns com-

prising each leaf node can, due to insufficient data, belong to different ”true” clusters.

We assigned each leaf node to a true equivalence class C by choosing the class to which

the majority of patterns in the leaf node belong to, and calculated the ”mixing fraction

as”

G =
Nm/∈C

N
m∈leaf

(37)

Third we calculated the percentage of log likelihood which the regression tree ac-

counted for compared to the true model. We used the null model, for which the prob-

ability of any given pattern m is simply its occupation probability, to define a baseline

log likelihood.

logLnull =
∑
m

Nm log
Nm

T
(38)

and calculated

∆L =
logLtree − logLnull

logLtrue − logLnull
(39)
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where logLtree is computed with the time varying probability of each pattern m as

implicitly defined by the logistic regression tree, and logLtrue is the log likelihood of

the true model used to generate the simulated data. A value of ∆L close to 1 implies

that the tree model is almost as good as the true model, while a value of ∆L close to 0

implies a poor fit.

The results are shown in Supplementary Figure S1. A few trends are apparent. First,

the number of leaves (first column) tends to be slightly higher than the true number of

clusters. This trend increases with the total number of patterns and does not diminish

as the simulation time grows. In contrast, the mixing fraction (second column) does

decrease as the data size grows, indicating that the leafs, although more numerous than

they should be, are comprised of patterns which should be grouped together. These

trends arise because if patterns are mis-assigned by an initial branching they can not be

remerged. Thus the algorithm has to make additional leaves to achieve a well fit model.

We often find two or more leaves containing patterns which belong to the same cluster,

but only that cluster. Although not as parsimonious as the multinomial logit model used

for the simulation, the regression tree does describe the data reasonably well. The log

likelihood fraction (third column) is high for all simulations, although it does decrease

moderately as the number of clusters grows.

7 Appendix C: Experimental Methods

Anesthesia was induced with ketamine and maintained with a mixture of 70% N2O

and 30% O2, supplemented with halothane (0.40.6%). The animal was paralyzed with

pancuronium bromide (Pancuronium, Organon, 0.15 mg kg−1 h−1). All the experiments

were conducted according to the guide-lines of the American Physiological Society and

German law for the protection of animals, approved by the local governments ethical

committee and overseen by a veterinarian.

Multi-unit activity was recorded from a region of area 17 corresponding to the cen-

tral part of the visual field. Single-unit activity was extracted by offline sorting. For

recording we used two SI-based multi-electrode probes (16-channels per electrode)

supplied by the Centre for Neural Communication Technology at the University of

Michigan (Michigan probes) with an inter-contact distance of 200 µm (0.3 - 0.5 MΩ
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impedance at 1,000 Hz). The probes were inserted in the cortex approximately per-

pendicular to the surface to record from neurons at different cortical depths and along

an axis tangential to the cortical surface. The software used for visual stimulation was

Active-STIM (www.ActiveSTIM.com). The stimulus consisted of a drifting sinusoidal

grating, spanning 15 degrees of visual angle (spatial frequency, 3 degrees/cycle; tem-

poral frequency of the drift, 3.6 degrees/s), which was sufficient to cover the receptive

fields of all the recorded cells simultaneously and to stimulate also the regions surround-

ing the receptive fields.

8 Appendix D: Parameterizing the Grating Stimulus

As discussed in the main text, neurons in area 17 were stimulated by sinusoidal grating

of a fixed temporal frequency and in different directions over repeated trials. These

neurons mean firing rates were strongly modulated by grating direction and also peri-

odically at the frequency of the grating. This periodic modulation had both amplitudes

and phase shifts that were also grating direction dependent. Thus we had to account

for all of these effects in parameterizing the stimulus as a covariate matrix X linearly

weighted by a parameter vector β. Defining the argument of the logistic regression

models as Λ = Xβ, we used the form

Λ(φ, t) = µ+ A cos(φ− φ1) +B cos(2φ− 2φ2) + C(φ) cos(ωt−Ψ(φ)) (40)

µ is a fitted parameter that quantifies the mean firing rate. The second and third terms

model how this rate is modulated by grating direction φ and A, B, φ1 and φ2 are param-

eters to be fit. These terms can be rewritten using a trigonometric identity so that they

are linear in fitted parameters, e.g.

A cos(φ− φ1) = A(cos(φ1) cos(φ) + A sin(φ1) sin(φ)

= α1 cos(φ) + α2 cos(φ) (41)

where α1 = A cos(φ1) and α2 = A sin(φ2). The third term can similarly be linearized.

This model form is commonly used to model the effect of angular variables such as

grating direction.

The fourth term modulates the response as a sinusoidal function of time since stim-

ulus onset. The phase shift of this sinusoid Ψ(φ)depends upon the grating direction, as
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does the magnitudeC(φ) of the sinusoidal response. We first split this term analogously

to the above.

C(φ) cos(ωt−Ψ(φ)) = [C(φ) cos(Ψ(φ)]] cos(ωt) + [C(φ) sin(Ψ(φ)] sin(ωt)(42)

We then parameterized each bracketed term similarly to the directional dependence of

the firing rate.

C(φ) cos(Ψ(φ)) = γ1 cos(φ) + γ2 sin(φ) + γ3 cos(2φ) + γ4 sin(2φ) (43)

and C(φ) cos(Ψ(φ)) is similar. Λ is now written as a linear sum of weighted functions

dependent upon the grating direction and time since stimulus onset, and can be recast

as a 13 column covariate matrix X multiplied by a parameter vector β.
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Figure 1: Schematic of the tree based pattern encoding model. A) Spikes are binned

into discrete time (here 10 ms) patterns across neurons. B) The encoding model par-

titions the M unique observed patterns into C clusters. The member patterns of these

clusters have similar stimulus encoding properties. C) Partitioning is accomplished us-

ing a regression tree which constitutes a probability model for each pattern. The root

node contains all patterns (colors denote patterns with similar encoding properties) and

is split into two child nodes. The probability of each child node is described by a stimu-

lus dependent logistic regression model. The child nodes are themselves split, until the

BIC is minimized. The leafs on the tree are the final clusters, comprised of patterns with

the same probabilistic dependence upon the stimuli. D) Each split in the tree defines

a soft partitioning (white line) of the stimulus space into subspaces. The leaf has high

probability in the final subspace (denoted by red).
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1) Start with all patterns 
    in root node

2) Split randomly into two
    sub nodes

3) Assign dummy 
    variables, fit 
    logistic regression 
    model

4) Reassign patterns 
    so log likelihood 
    is maximized

5) Iterate until 
    convergence

logit

Figure 2: Expectation maximization type node splitting algorithm. Patterns are

randomly assigned to two child nodes. A logistic regression model is fit (E step), and

then the patterns are reassigned to maximize the likelihood (M step).
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Figure 3: Algorithm recovers correct pattern groupings and probabilities. A) Lo-

gistic regression tree used to generate ordinal patterns with time varying probabilities.

The 20 leaves are in grey, each is comprised of 20 patterns. B) Fitted logistic regres-

sion tree. Although the branchings of the tree are different than the model, each leaf

is isotropic to (comprised of the same patterns as) a leaf of the model tree. C) Time

varying probabilities of four leaves. Grey is the model. Black is the fitted regression

tree. The plots are nearly identical.
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Figure 4: Bagging can substantially improve goodness of fit. A) A multinomial logit

model with 20 pattern groupings was used to generate data. B) Two different regression

trees, each with 20 leaves isotropic to the original model. C) Time varying probabilities

of six patterns (from different groups) according to the original model (grey), the first

tree shown in B) (dashed black) and 50 bagged trees (black). D)Left panel: Histogram

of the log likelihood ratio (compared to original model) accounted for by all 50 fitted

trees. Right panel: the mean correlation coefficient between the true and fitted pattern

probabilities. Bagging substantially improved these goodness of fit measures (vertical

dashed lines). E) Log likelihood ratio and mean correlation coefficients as a function of

the number of trees used for bagging.
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Figure 5: Regularization improves generalizability. A) Sample raster plot of 60 sim-
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One approach for understanding the encoding of information by spike
trains is to fit statistical models and then test their goodness of fit. The
time-rescaling theorem provides a goodness-of-fit test consistent with
the point process nature of spike trains. The interspike intervals (ISIs)
are rescaled (as a function of the model’s spike probability) to be in-
dependent and exponentially distributed if the model is accurate. A
Kolmogorov-Smirnov (KS) test between the rescaled ISIs and the expo-
nential distribution is then used to check goodness of fit. This rescaling
relies on assumptions of continuously defined time and instantaneous
events. However, spikes have finite width, and statistical models of spike
trains almost always discretize time into bins. Here we demonstrate that
finite temporal resolution of discrete time models prevents their rescaled
ISIs from being exponentially distributed. Poor goodness of fit may be
erroneously indicated even if the model is exactly correct. We present two
adaptations of the time-rescaling theorem to discrete time models. In the
first we propose that instead of assuming the rescaled times to be expo-
nential, the reference distribution be estimated through direct simulation
by the fitted model. In the second, we prove a discrete time version of the
time-rescaling theorem that analytically corrects for the effects of finite
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resolution. This allows us to define a rescaled time that is exponentially
distributed, even at arbitrary temporal discretizations. We demonstrate
the efficacy of both techniques by fitting generalized linear models to
both simulated spike trains and spike trains recorded experimentally in
monkey V1 cortex. Both techniques give nearly identical results, reducing
the false-positive rate of the KS test and greatly increasing the reliability
of model evaluation based on the time-rescaling theorem.

1 Introduction

One strategy for understanding the encoding and maintenance of informa-
tion by neural activity is to fit statistical models of the temporally varying
and spike history–dependent spike probability (conditional intensity func-
tion) to experimental data. Such models can then be used to deduce the
influence of stimuli and other covariates on the spiking. Numerous model
types and techniques for fitting them exist, but all require a test of model
goodness of fit, which is crucial to determine a model’s accuracy before
making inferences from it. Any measure of goodness of fit to spike train
data must take the binary nature of such data into account (e.g., discretized
in time, a spike train is a series of zeros and ones). This makes standard
goodness-of-fit tests, which often rely on assumptions of asymptotic nor-
mality, problematic. Further, typical distance measures such as the average
sum of squared deviations between recorded data values and estimated
values from the model often cannot be computed for point process data.

One technique, proposed by Brown, Barbieri, Ventura, Kass, and Frank
(2001) for checking the goodness of fit of statistical models of neural spik-
ing, makes use of the time-rescaling theorem. This theorem states that if
the conditional intensity function is known, then the interspike intervals
(ISIs) of any spike train (or indeed any point process) can be rescaled so
that they are Poisson with unit rate, that is, independent and exponentially
distributed. Checking goodness of fit is then easily accomplished by com-
paring the rescaled ISI distribution to the exponential distribution using
a Kolmogorov-Smirnov (KS) test (Press, Teukolsky, Vetterling, & Flannery,
2007; Massey, 1951). The beauty of this approach is not only its theoretical
rigor, but also its simplicity, as the rescaling requires only the calculation
of a single integral. Further, a second transformation takes the exponen-
tially distributed rescaled times to a uniform distribution, and the KS test
can then be performed graphically using a simple plot of the cumulative
density function (CDF) of the rescaled times versus the CDF of the uni-
form distribution to determine if the rescaled times lie within analytically
defined confidence bounds. Due to its many appeals, the time rescaling the-
orem has been extensively used to test model goodness of fit to spike train
data (Frank, Eden, Solo, Wilson, & Brown, 2002; Truccolo, Eden, Fellows,
Donoghue, & Brown, 2005; Czanner et al., 2008; Song et al., 2006).
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There are, however, certain neurophysiological situations in which the
standard time-rescaling approach can give misleading results, indicating
poor goodness of fit when model fit may in fact be very good. This is a
consequence of the practical numerical consideration that when a statistical
model is fit to spike data one almost always discretizes time into bins. The
time-rescaling theorem applies exactly to a continuous time point process
(e.g., if we have infinite temporal precision and if the events, that is the
spikes, are instantaneous). In a practical neuroscience setting, however, we
usually do not have infinite temporal precision. First, a spike is an event
that lasts for a finite (∼1 msec) period of time, and any temporal resolution
far below this lacks physical relevance.1 Second, from a computational
perspective, the fitting of statistical models requires much less computer
time when the temporal discretization is coarser. Temporal discretization
therefore imposes both physical and practical numerical constraints on the
problem.

Often the probability per bin of a spike is small, and the distinction be-
tween continuous and discrete time of no concern, because the width of a
spike is very short compared to the average interspike interval. Neverthe-
less, there are cases for which firing rates can be very high due to strong
stimuli and ISIs short due to burst-type dynamics, and here the the per bin
spike probability can be large even at 1 msec resolution or less. Such situa-
tions can arise in, for example, primate visual experiments where neurons
can be extremely active (De Valois, Yund, & Hepler, 1982; MacEvoy, Hanks,
& Paradiso, 2007; also see section 3 of this article), exhibiting firing rates of
up to 100 Hz or more. In such situations, it is important to ensure that the
rescaled ISIs are still (approximately) exponentially distributed and if not,
to determine the correct distribution before performing the KS test.

Our aim in this article is to develop simple and easily applied goodness-
of-fit tests for the discrete time case. We first restate the standard, con-
tinuous time form of the time-rescaling theorem for point processes and
then demonstrate the discretization problem using a simple homogeneous
Bernoulli (discretized homogeneous Poisson) process. We show theoreti-
cally that the discrete nature of the Bernoulli process results in first a lower
bound on the smallest possible rescaled ISI, and second, because there can
be only one spike per bin, a spike probability less than that which would
be estimated by a continuous time model. These differences lead to biases
in the KS plot caused by fundamental differences in the shapes of the geo-
metric and exponential distributions, not by poor spike sampling or poor
numerical integration techniques. We demonstrate further that these biases
persist for more complicated simulated neural data with inhomogeneous

1This statement applies if one considers the spike as an event, as we do here. If
one instead is interested in the shape and timing of the spike waveform—for example,
the exact time of the waveform peak—then temporal resolutions of #1 msec may be
physically relevant.
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firing rates and burst-type spike history effects. We show that the biases
increase when spike history effects are present.

We then propose two computationally tractable modifications to the
time-rescaling theorem applicable to discrete time data. The first is similar
in spirit to a bootstrap and involves direct simulation of confidence bounds
on the rescaled ISI distribution using the statistical model being tested. In
the second method, by randomly choosing exact spike times within each
bin and introducing a correction to the fitted discrete spike probabilities, we
define an analytic rescaled time that is exponentially distributed at arbitrary
temporal discretizations. Use of this analytical method gives results nearly
identical to the numerical approach. In this article, we use generalized lin-
ear models (GLMs) with logistic link functions (McCullagh & Nelder, 1989;
Wasserman, 2004). However, we emphasize that both procedures will apply
to any discrete time statistical model of the time-varying spike probability,
not only GLMs. We demonstrate both approaches using simulated data
and also data recorded from real V1 neurons during monkey vision exper-
iments. In all our examples, the KS plot biases are eliminated. Models for
which the original KS plots originally lay outside 95% confidence bounds
are demonstrated to in fact be very well fit to the data, with the modified
KS plots lying well within the bounds. In addition to providing more accu-
rate statistical tests for discrete time spiking models, our approaches allow
the use of larger time bin sizes and therefore can substantially decrease the
computation time required for model fitting.

2 Theory

The time-rescaling theorem states that the ISIs of a continuous time point
process can be transformed, or rescaled, so that the rescaled process is Pois-
son with unit rate (e.g., the rescaled ISIs are independent and exponentially
distributed). This variable transform takes the form

τi =
∫ ti

ti−1

λ(t | Ht) dt, (2.1)

where {ti } is the set of spike times and λ(t | Ht) is the conditional inten-
sity function: temporally varying and history-dependent spike probability.
Although we henceforth drop the Ht in our notation, such conditioning
on the previous spiking history is always implied. Intuitively, the ISIs are
stretched or shrunk as a function of total spike probability over the ISI
interval so that the rescaled ISIs are centered about a mean of 1. Several
proofs of this theorem exist (Brown et al., 2001). Here we present a simple
proof of the exponential distribution of the rescaled ISIs. A proof of their
independence is in appendix A.
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The proof proceeds by discretizing time into bins of width #, writing
down the probability for each discrete ISI, and then taking the continuous
time limit: # → dt. The discrete time bins are indexed as k, and the bins
within which the spikes occur are denoted as ki. Further, we define pk as the
discrete probability mass of a spike in bin k, and like λ(t), it should be taken
as conditionally dependent on the previous spiking history.

The probability of the ith ISI is the probability that there is a spike in bin
ki given that the preceding spikes were located in bins k1, k2, . . . , ki−1:

P(I SIi ) = P(ki | k1, k2, . . . , ki−1) =
[Li −1∏

l=1

(1 − pki−1+l )

]

pki−1+Li , (2.2)

where Li is defined such that ki−1 + Li = ki . This is simply the product of the
probabilities that there are no spikes in bins k = {ki−1 + 1, ki−1 + 2, . . . , ki −
1} multiplied by the probability that there is a spike in bin k = ki . For
simplicity, we now drop the i subscripts.

In preparation for taking the small bin size limit, we note that when #

becomes small, so does p: p # 1 for all bins. This implies that 1 − p ≈ e−p,
allowing the above equation to be rewritten as

P(I SI ) = P(k + L) ≈ exp

[

−
L∑

l=1

pk+l

]

pk+L . (2.3)

Note that the upper limit of the sum has been changed from L − 1 to L with
the justification that we are in a regime where all the p’s are very small. We
define the lower and upper spike times as tk = k# and t = tk+L = (k + L)#,
define λ(tk+l ) such that pk+l = λ(tk+l )#,2 and also define the ISI probabil-
ity density P(t) such that P(k + L) = P(t)#. After substituting these into
equation 2.3 and converting the sum to an integral, we obtain

P(t) dt = e−
∫ t

tk
λ(t′) dt′

λ(t) dt. (2.4)

Consulting equation 2.1, we note that the integral in the exponent is, by
definition, τ . Further, applying the fundamental theorem of calculus to this

2λ(tk+l ) = 〈λ(t)〉k+l , where the average is taken over the time bin k. This definition
holds only when the bin size is very small. We will show that for moderately sized bins,
pk+l *= λ(tk+l )#, and that this leads to biases in the KS plot.
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integral gives dτ = λ(t) dt.3 Changing variables from t to τ , we finally obtain

P(τ )dτ = e−τ dτ, (2.5)

which is now exponentially distributed and completes the proof.
Although the τi can be compared to the exponential distribution, it is

useful to note that a second variable transform will make the rescaled ISIs
uniformly distributed:

zi = 1 − e−τi . (2.6)

General practice is to sort the rescaled ISIs zi into ascending order and plot
them along the y-axis versus the uniform grid of values bi = i−0.5

N , where
N is the number of ISIs and i = 1, . . . , N. If the rescaled ISIs zi are indeed
uniformly distributed, then this plot should lie along the 45 degree line.
Essentially the cumulative density function (CDF) of the rescaled ISIs zi
is being plotted against the CDF of the uniform distribution (the bi’s). We
show an example of such a plot in Figure 1. Such a plot can be thought of
as a visualization of a KS test, which compares two CDFs and is usually
referred to as a KS plot. Formally we can state the null hypothesis H0 of this
test as follows:

H0: Given a model of the conditional intensity function that is statistically
adequate, the experimentally recorded ISIs can be rescaled so that they
are distributed in the same manner as a Poisson process (exponentially
distributed) with unit rate.

Under the null hypothesis, the maximum distance between the two CDFs
will, in 95% of cases, be less than 1.36√

N
, where N is the number of rescaled

ISIs (Brown et al., 2001; Johnson & Kotz, 1970). Equivalently, the plotted line
of rescaled ISIs will lie within the bounds bk ± 1.36√

N
in 95% of cases under

the null hypothesis. It should be kept in mind that this is not equivalent to
saying that the line of rescaled ISIs lying within these bounds implies a 95%
chance of the model being correct.

2.1 Temporal Discretization Imposes KS Plot Bias. The time-rescaling
theorem applies exactly to a point process with instantaneous events
(spikes) and infinite temporal precision (i.e., continuous time). As a prac-
tical matter, one generally discretizes time when fitting a statistical model.

3Specifically,
dτ

dt
= d

dt

∫ t

tk
λ(t′) dt′ = λ(t),

and therefore dτ = λ(t) dt.
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Figure 1: Two simple KS plots demonstrating that temporal discretization in-
duces biases even if the conditional intensity function used to calculate the
rescaled times is exactly correct. CDF of the rescaled times z is plotted along
the x-axis versus the CDF of the uniform (reference) distribution along the y-
axis. Spikes were generated from an inhomogeneous Poisson process with a
maximum firing rate of 50 Hz. Thick gray dashed line: KS plot of rescaled ISIs
generated by a continuous time model. Thick gray solid line: KS plot of rescaled
ISIs calculated from the same model discretized at 5 msec resolution. The dis-
cretization was deliberately enhanced to emphasize the effect. Thin black 45
degree lines are 95% confidence bounds on the KS plots.

For discrete time, the integral of equation 2.1 is naively replaced by

τi =
ki∑

k=ki−1+1

pk . (2.7)

If pk # 1 ∀k (i.e., situations where either the bin size is very small # →
0 or the firing rate is very low), the time-rescaling theorem will apply
approximately even if a discrete time model is used. However, it often
happens that pk is in fact large. For example, 50 Hz spiking sampled at 1 msec
implies p ≈ 0.05, and under many conditions, the firing rate can be much
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higher, at least over some subset of the recording (e.g., during bursting). In
such cases, the rescaled times τi will not be exponentially distributed, and
the KS plot will exhibit significant biases (divergences from the 45% line)
even if the discrete time model for pk is exactly correct. We demonstrate
this in Figure 1 where two KS plots generated using the exact same spikes
and time-varying firing rate are shown, but a temporal discretization was
imposed for one of the plots.

These biases originate in two distinct consequences of discretizing a
continuous process. First, there is a lower bound on the smallest possible
ISI (one bin), which leads to a lower bound on the smallest possible rescaled
time z. Second, because only a single spike per bin is allowed, using a
discrete time model to estimate the firing rate of a continuous time process
results in an underestimation of the firing rate. To demonstrate these issues
fully, we now consider the simple case of a homogeneous Bernoulli process
with a constant spike probability pk = p per bin for which the the CDF of
the z’s can be calculated analytically and the KS plot determined exactly.

For a discrete time process, only a discrete set of ISIs is possible—
specifically {n#}, where n is an integer greater than zero and # is the
bin width. In the case of a homogeneous Bernoulli process, the rescaled ISIs
are τ (n) = pn and

z(n) = 1 − e−pn, (2.8)

and the discrete probability distribution of interspike interval times (and
rescaled times) is

PB(n) = (1 − p)n−1 p. (2.9)

As in equation 2.2, this is merely the product of the probability of no spike
for n − 1 bins, followed by the probability of a spike in the last (nth) bin.
The B subscript indicates the Bernoulli process. PB(n) is not an exponential
distribution, as would be expected for a homogeneous Poisson process.
It is a geometric distribution, although in the limit of small p it reduces
to an exponential distribution.4 The CDF of this ISI distribution is easily
calculated by summing the geometric series and combining terms:

C DFB(n) =
n∑

j=1

PB( j) = p
1 − p

n∑

j=1

(1 − p) j

= 1 − (1 − p)n. (2.10)

4Setting p = λ# and t = n#, PB (t) = (1 − p)n−1 p = λ#
1−λ# (1 − λ#)t/# → λe−λtdt =

PP (t) dt, when the limit # → dt is taken.
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Figure 2: Illustration of KS plot bias induced when a homogeneous Poisson
process is discretized to a homogeneous Bernoulli process. (A) KS plot for
various spike per bin probabilities p. Blue: p = 0.2, green: p = 0.1, red: p = 0.04
(40 Hz at 1 msec discretization). The rescaled times are not uniformly distributed
but have positive bias at rescaled ISIs close to 0 and negative bias at rescaled
ISIs close to 1. (B) Differential KS Plot: C DFuni f orm − C DF (z)Bernoulli . Biases are
easier to see if the difference between the expected CDF (uniform) and the actual
CDF of the rescaled times is plotted. The colors indicate the same spike per bin
probabilities p as in A. The horizontal dashed lines are the 95% confidence region
assuming 10 minutes of a 40 Hz Bernoulli process (24,000 spikes).

To get the CDF of the rescaled ISIs z, equation 2.8 is inverted to get n =
− log(1−z(n))

p and substituted into equation 2.10:

C DFB(z) = 1 − (1 − p)−
log(1−z(n))

p z(n − 1) ≤ z ≤ z(n). (2.11)

In Figure 2 we use equation 2.11 to generate the KS plot for various
spikes per bin probabilities p. Even at p = 0.04, which would correspond
to 40 Hz firing at 1 msec discretization, the CDF is highly nonuniform
with a steplike structure caused by the discrete values that the rescaled ISIs
can take. Such “steps” will be smoothed out if an inhomogeneous Bernoulli
process is used instead. There is, however, another more serious divergence
from uniformity: a distinct positive bias at low (close to 0) rescaled ISIs and
a distinct negative bias at high (close to 1) rescaled ISIs. This bias will not
disappear if an inhomogeneous Poisson process is used.

The dashed lines, which are barely visible, denote the 95% confidence
region of the KS plot assuming 10 minutes of 40 Hz spiking, which translates
into 24,000 spikes on average. Since the confidence bounds are so close to
the 45 degree line, and will be for any spike train with a long recording time
and appreciable firing rate, we introduce a new type of plot in Figure 2,
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which we term a differential KS plot. This is simply a plot of the difference
between the distribution we hypothesize that the CDF of rescaled times
should follow (in this case uniform) and the CDF of the experimentally
recorded rescaled ISIs (in this case the rescaled ISIs of the Bernoulli process):

C DFhyp(z) − C DFexp(z). (2.12)

The differential KS plot displays the same information as the KS plot, but
does so in a different and more visually accessible manner. The confidence
bounds (the horizontal dashed lines in Figure 2) are now simply given by
± 1.36√

N
, where N is again the number of rescaled ISIs. Plotted this way, one can

clearly see the positive bias at low values of the rescaled ISIs and the negative
bias at high values of the rescaled ISIs. We emphasize that since these KS and
differential KS plots are calculated using the exact homogeneous Bernoulli
distribution, the biases are not finite sampling effects.

The positive bias at low ISIs is easily understood by noting that the
smallest possible rescaled time is not zero but

z(1) = 1 − e−p = p − p2

2
+ · · · > 0. (2.13)

What about the negative bias at large (z close to 1) rescaled ISIs? Consider a
homogeneous Poisson process with a firing rate λ. Upon discretizing time
into bins of width #, one might naively expect the probability of a spike
per bin to be p = λ#. However, it is in fact slightly less than this, as we
now show. Assume a spike at time t = 0. Then for a homogeneous Poisson
process, the probability density for the waiting time tw until the next spike
is ρ(tw) = λe−λtw . Integrating, the probability that the next spike lies within
any interval t < tw ≤ t + # can be obtained:

P(t < tw ≤ t + #) =
∫ t+#

t
λe−λt′

dt′ = e−λt(1 − e−λ#). (2.14)

Defining the bin index n such that t = (n − 1)# and discretizing, we get

P(nw = n) = e−λ#(n−1)(1 − eλ#)

= [1 − (1 − e−λ#)]n−1(1 − e−λ#)

= (1 − p)n−1 p, (2.15)

where we have defined p = 1 − e−λ# in the last line. Discretizing time trans-
forms the homogeneous Poisson process into a homogeneous Bernoulli pro-
cess, but with a per bin probability of a spike p *= λ#. In fact, by expanding
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the exponential as a Taylor series, it can be seen that

p = 1 − e−λ# = λ# − (λ#)2

2
+ · · · < λ#. (2.16)

The continuous Poisson process still has an expected number of spikes per
interval of width # of

∫ #

0 λdt = λ#, but such an interval could have more
than one spike in it. In contrast, the discrete Bernoulli process can have only
0 or 1 spikes per bin. Therefore the per bin “spike probability” p calculated
above is not the expected number of spikes of the continuous point process
within an interval #. It is the expected number of first spikes in an interval
#, which is, of course, less than the total number of expected spikes. Any
chance of there being more than one spike in a time window # has been
eliminated by discretizing into bins.

The breakdown of the first-order expansion of the exponent is the source
of the negative KS plot bias at high (z close to 1) rescaled ISIs. It is a fun-
damental consequence of discretizing a continuous time point process and
is closely connected to how the conditional intensity function is generally
defined, that is, as the small bin size limit of a counting process (see Snyder,
1975). More specifically the conditional intensity function is the probabil-
ity density of single spike in an infinitesimal interval [t, t + #). As shown
above, this probability density is actually p/# = (1 − e−λ#)/# < λ, and the
equality holds only in the limit. Thus, p/# is not a good approximation for
λ when the bin size is too large, and this causes the time-rescaling theorem
to break down.

2.2 Inhomogeneous Bernoulli Processes. The same positive (negative)
bias in the KS plot at low (high) rescaled ISIs remains when the spiking
process is not homogeneous Bernoulli. We now we define three inhomoge-
neous spiking models in continuous time and subsequently discretize them.
We use these inhomogeneous discrete time models to simulate spikes and
then calculate the rescaled ISIs using the exact discrete time model used to
generate the spikes in the first place. The goal is to show that even if the ex-
act discrete time generative model is known, the continuous time-rescaling
theorem can fail for sufficiently coarse discretizations.

The first model is an inhomogeneous Bernoulli process. One second of
the inhomogeneous firing probability is shown in Figure 3A. The specific
functional form was spline based, with knots spaced every 50 msec and the
spline basis function coefficients chosen randomly. This model firing proba-
bility was repeated 600 times for 10 minutes of simulated time. The second
and third models were the homogeneous and inhomogeneous Bernoulli
models, respectively, but with the addition of a spike history–dependent
renewal process shown in Figure 3B. We used a multiplicative model for
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Figure 3: KS and differential KS plots for 10-minute-long 40 Hz mean firing
rate simulated spike trains. Three continuous time models of the conditional in-
tensity function were used for simulation: inhomogeneous Poisson process, ho-
mogeneous Poisson with a renewal spike history process, and inhomogeneous
Poisson with a renewal spike history process. (See the text.) The continuously
defined processes were discretized at various values # and used to simulate
spikes. (A) 40 Hz mean inhomogeneous Bernoulli firing rate. (B) Spike history
term λhist as a function of time since the most recent spike. (C, D) KS and differ-
ential KS plots for inhomogeneous Bernoulli process. Blue: # = 1 msec, green:
# = 0.5 msec, red: # = 0.1 msec. Horizontal dashed lines are 95% confidence
bounds. (E, F) Homogeneous Bernoulli process with spike renewal history term.
(G, H) Inhomogeneous Bernoulli process with spike renewal history term. Note
that when spike history effects are present, the biases are larger at both short
and long rescaled ISIs.

the history–dependent firing probabilities of the form

λ(t) = λ0(t)λhist(t − tls), (2.17)

where λ0(t) is the time-dependent firing probability independent of spike
history effects and λhist is the spike history–dependent term, which is a
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function of the time since the last spike (t′ = t − tls). The functional form of
the spike history–dependent term was a renewal process, specifically

λhist(t′) = 1 + 3e−(t′−2)/5

1 + e−4(t′−2) , (2.18)

where t′ = t − tls is in msec. This form was chosen to mimic a brief refractory
period and subsequent rebound. For comparison purposes, all three of these
models were constructed so that the mean firing rate remained approxi-
mately 40 Hz. Thus, the inhomogeneous Bernoulli firing probability had a
40 Hz mean. In the spike history–dependent cases, the history-independent
firing probabilities λ0(t) were adjusted downward so that when history ef-
fects were included, the mean firing rate remained approximately 40 Hz.
Specifically, the history-independent firing probability of the homogeneous
Bernoulli process was reduced to 29 Hz, and a similar reduction was made
for the inhomogeneous Bernoulli model.

In Figure 3, we demonstrate the effect on the KS and differential KS
plots when these models are subjected to various temporal discretizations.
Specifically, we discretized the models at 1, 0.5, and 0.1 msec resolution
by averaging λ0(t) over these bin widths: pk,0 = 〈λ0(t)〉k . The spike history–
dependent term is a function of t′ = t − tls , which was also partitioned into
bins. Similar averaging was then employed so that pk ′,hist = 〈λhist(t′)〉k ′ . The
full discrete conditional spike probability is then pk = pk,0 pk−kls ,hist , where
kls is defined as the most recent bin prior to bin k that has a spike in it. We then
simulated 10 minutes worth of spikes for each model and discretization.5
After generating the spikes, we then calculated the rescaled times and CDF
difference plots according to

zi = 1 − e−
∑ki

k=ki−1
pk . (2.19)

Figures 3C and 3D show the results for the inhomogeneous Bernoulli
model. Comparison with Figure 2 reveals that the main effect of inhomo-
geneity is to smooth out the steps. The positive (negative) biases at low
(high) rescaled times remain, and, as expected, they are smaller for finer
temporal discretizations. Figures 3E to 3H show the results when the spike
history–dependent term is added to both the homogeneous and inhomo-
geneous Bernoulli models. The important point is that the biases are worse
for both models when spike history effects are included, even though the
models are constructed so that the mean firing rate remains 40 Hz. The

5For the spike history–dependent models, the generation of a spike in bin k modifies
the firing probabilities in bins k′ > k. Thus, the simulation proceeded bin by bin, and on
generation of a spike, the firing probabilities in the following bins were updated according
to equation 2.18 before generating the next observation (spike or no spike) in bin k + 1.



2490 R. Haslinger, G. Pipa, and E. Brown

reason is that the history-dependent term is constructed so that the spike
train exhibits burstlike behavior. Specifically, after a short (2 msec) refrac-
tory period there is an increased probability of a spike. This increases the
number of short ISIs. It also increases the smallest possible rescaled ISI z
because the probability of a spike goes up immediately following a prior
spike, and this ends up shifting distributional weight to short ISIs. This is
an important point because it implies that in real experimentally recorded
spike trains, which may exhibit burst-type behavior, the bias in the KS plot
will be worse than would be expected by a simple estimate based on the
mean firing rate, as given in equation 2.13.

2.3 Unbiased Discrete Time Rescaling Test Using Model Simulation.
In a previous section, we showed analytically that when discrete time mod-
els are used, the rescaled ISIs may not be exponentially distributed even
if the model is exactly correct and that this manifests in the KS plot as
systematic biases. Our first proposed solution (we present a second in the
following section) to the bias problem is not to assume that the rescaled ISIs
are exponentially (or uniformly) distributed, but to instead use a procedure
similar to bootstrapping. This proceeds by noting that if a candidate model
accurately describes the recorded spikes, then the rescaled ISI distribution
of the spikes and the rescaled ISI distribution expected by the fitted model
should be statistically indistinguishable. If instead the model form is in-
appropriate to describe the spiking data, then the rescaled ISI distribution
expected by the candidate model will not match that of the experimentally
recorded spikes, because the model does not describe the recorded spikes
accurately. Although the expected distribution of rescaled ISIs is implicitly
defined by the fitted model, in practice an explicit analytical form for this
distribution may be hard to come by. It can, however, be sampled numer-
ically using the fitted model to generate spikes and rescaling the resulting
ISIs as a function of the model used to generate them.6

Specifically, after a candidate model is proposed and fit to the recorded
spike train data (any type of candidate model may be used as long as it
provides an estimate of the conditional intensity function λ), we use the
model to simulate spikes, rescale the resulting simulated ISIs, and then use
a two-sample KS test to determine if the sample of estimated rescaled ISIs
{zest} and the sample of experimentally recorded rescaled ISIs {zexp} are
consistent with being drawn from the same underlying distribution (Press
et al., 2007). Formally, the null hypothesis of the KS test has been changed

6Most generally, the conditional intensity function will have the form λ(tk ) = λ(x(tk ) |
H(tk )), where x(tk ) is the set of time-varying external covariates and H(tk ) is the previous
spiking history. As the originally recorded spike train was of length T and the external
covariates were defined over this time interval, it is simplest to simulate multiple spike
trains the length of the original recording time T. For each spike train simulation, x(t)
remains the same, but H(t) will differ depending on the exact spike times.
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from that stated in section 2 and adapted to the case of discrete time data
using a model-based approach:

H0(estimated): Given a model of the conditional intensity function that is
statistically adequate, the set of experimentally recorded ISIs can be rescaled
so that they are distributed in the same manner as a sample of rescaled ISIs
generated by the statistical model itself.

To determine the number of spikes (or length of time) that must be sim-
ulated, we use the analytical expression for the confidence bounds of the
two-sample KS test. These bounds are a function of the sample sizes of
the distributions being compared—in our case, the size of the empirical
distribution Nexp dictated by experiment and the size of the simulated dis-
tribution Nsim, which we can chose. The two-sample KS test determines
the maximum difference between the CDFs of the experimentally recorded
rescaled ISIs {zexp} and the set of rescaled ISIs simulated using the model
{zsim}. If the maximum difference between the two CDFs is less than a
certain value, specifically,

max |C DFsim(z) − C DFexp(z)| < 1.36

√
Nexp + Nsim

Nexp Nsim
, (2.20)

then the null hypothesis is confirmed at the α = 0.05 significance level (Press
et al., 2007). Alternatively a differential KS plot (as already discussed) will
have 95% confidence bounds of

±1.36

√
Nexp + Nsim

Nexp Nsim
= ± 1.36

√
Nexp

√
1 + γ

γ
, (2.21)

where we have written Nsim = γ Nexp.
Since Nexp is fixed by experiment, the test will be strictest (tightest con-

fidence bounds) when Nsim → ∞ or, equivalently, as γ increases. Formally,
increasing Nsim increases the power of the KS test and reduces the number of
false positives (false rejections of the null hypothesis). Fortunately Nsim need
not be overly large. Already at γ = 20, the confidence bounds are only a
factor of 1.02 wider than they would be in the infinite limit (±1.36/

√
Nexp) in

which the exact distribution would be known. This implies that a simulated
spike train 20 times longer than the original, experimentally recorded, spike
train provides a test power close to optimal and is sufficient to approximate
the confidence bounds extremely well. In section 3, we use simulated spike
trains 100 times the original experimental length (γ = 100), which widens
the confidence bounds by a factor of only 1.0005.
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Specifically, this technique proceeds as follows:

Procedure for Numerical Correction

1. Discretize the spike train into bins of width #, and fit a discrete time
statistical model.

2. Rescale the experimentally recorded ISIs using equation 2.7 to obtain
the set of rescaled ISIs {zexp}.

3. Use the statistical model to estimate the rescaled ISI distribution. Sim-
ulate γ > 20 spike trains of the same length as the original experimen-
tally recorded spike train, and rescale the simulated ISIs {zsim}.

4. Construct the CDFs of both zexp and zsim, take the difference, and plot

it on the interval [0, 1] with the confidence bounds ± 1.36√
Nexp

√
1+γ
γ

.

2.4 Discrete Time Version of the Time-Rescaling Theorem. We now
prove a discrete time version of the time-rescaling theorem that corrects for
both sources of KS plot bias. Specifically, we demonstrate how to write a new
rescaled time ξ , which is exponentially distributed for arbitrary temporal
discretization. The proof given here assumes that an underlying continuous
time point process λ(t | Ht) is sampled at finite resolution #.

Proposition. Suppose a continuous time point process λ(t | Ht) is sampled at
finite resolution so that the observation interval from (0 | T] is partitioned into
bins of width #. Denote the bin in which the ith spike is located as ki and that of
the next spike as bin ki+1 = ki + Li . Let pki +l = p(ki + l | Hki +l ) be the discrete
time conditional spike probabilities evaluated in bins ki+l for l = 1, . . . , Li . Define
the random variable

ξi =
Li −1∑

l=1

qki +l + qki +Li

δi

#
, (2.22)

where

qki +l = −log(1 − pki +l ), (2.23)

and δi ∈ [0,#] is a random variable determined by first drawing a uniform random
variable ri ∈ [0, 1] and then calculating

δi = − #

qki +L
log[1 − ri (1 − e−qki +Li )]. (2.24)

Then ξi has an exponential PDF with unit rate. For clarity of notation we drop
the subscript i in the following proof. It should be taken as implicit.
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Proof. Assume the last spike was located in bin k and the next spike in
bin k + L. If we knew the underlying continuous time conditional intensity
function λ(t | Ht) and the exact spike time tδ = (k + L − 1)# + δ in bin k +
L (δ ∈ [0,#]) then using the continuous time version of the time-rescaling
theorem, we could write the probability of this event as

P(tδ) dt = e
∫ tδ

k# λ(u) duλ(tδ) dt = e−τ dτ, (2.25)

which is exponentially distributed in τ . Since we know neither λ(t | Ht) nor
tδ precisely, we must recast τ in terms of what we do know: the discrete
bin-wise probabilities pk+l .

The pk+l ’s can be written in terms of the underlying continuous process
λ(t | Ht). Consider any bin k + l. Since discretization enforces at most one
spike per bin, pk+l does not equal the integral of λ(t | Ht) over the bin, but
rather the probability (measured from the start of the bin) that the first spike
waiting time is less than #:

pk+l =
∫ (k+l)#

(k+l−1)#
e
∫ t

(k+l−1)# λ(u) duλ(t) dt

= 1 − e−
∫ (k+1)#

k#
λ(u) du. (2.26)

Partitioning the integral in the exponent of equation 2.25 into a sum of
integrals over each bin allows P(tδ) to be written as

P(tδ) dt = exp

[

−
L−1∑

l=1

qk+l −
∫ tδ

(k+L−1)#
λ(u) du

]

λ(tδ) dt, (2.27)

where we have introduced qk+l =
∫ (k+l)#

(k+l−1)# λ(u) du as shorthand. By invert-
ing equation 2.26, qk+l can be written directly in terms of pk+l :

qk+l = − log(1 − pk+l ). (2.28)

Since we have no information about how λ(t | Ht) varies over bin k + L ,
we can pick any functional form as long as it obeys the constraint that its
integral over the bin equals qk+L = − log(1 − pk+L ). One choice is λ(t | Ht) =
qk+L
#

.7 It then follows that

P(tδ) dt = exp

[

−
L−1∑

l=1

qk+l − qk+L

#
δ

]
qk+L

#
dt = e−ξ dξ. (2.29)

7 In fact any form for λ within bin k + L could be chosen. Choosing it to be constant
merely allows easier random sampling.
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P(tδ) dt has now been rewritten in terms of what we know: the qk+l ’s (im-
plicitly the pk+l ’s). We have defined the rescaled time as

ξ =
L−1∑

l=1

qk+l + qk+L

#
δ (2.30)

(where dξ = qk+L
#

dδ) to distinguish it from the rescaled time of the continu-
ous time version of the theorem, which directly sums the pk+l and does not
require random sampling of the exact spike time δ.

Random sampling of δ ∈ [0,#] must respect the choice of λ(t | Ht) = qk+L
#

and the fact that we know the spike is in the bin somewhere. For our choice
of λ, the probability density of δ conditioned on there being a spike in the
bin is a truncated exponential:

P(δ | spike)dδ = e− qk+L
#

δ

1 − e−qk+L

qk+L

#
dδ. (2.31)

The numerator is simply the event time probability measured from the start
of bin k + L. The denominator is a normalization obtained by integrating the
numerator between 0 and #.8 To draw from this distribution, we integrate
it to obtain its CDF,

CDF(δ | spike) = 1 − e−qk+L δ/#

1 − e−qk+L
; (2.32)

set this cdf equal to a uniform random variable r; and then solve for δ

δ = − #

qk+L
log[1 − r (1 − e−qk+L )]. (2.33)

This completes the proof.9

There are two differences between the discrete and continuous time
versions of the theorem. The first, and more fundamental, difference is that
p = 1 − exp[−

∫ #

0 λ(t) dt], not
∫ #

0 λ(t) dt. The latter is true only when # is
small. Expanding the logarithm of equation 2.28, we obtain

q =
∫ #

0
λ(t) dt = − log(1 − p) = p −

[
p2

2
− p3

3
+ · · ·

]
. (2.34)

8 Or Bayes’ rule could be used: P(δ | spike ) = P(δ)/P( spike ) = {exp[−qk+Lδ/#]
qk+L

# }/pk+L = {exp[−qk+Lδ/#] qk+L
# }/(1 − e−qk+L ).

9 Since δ is chosen randomly, rescaling will give slightly different results if performed
multiple times. For all results presented in this article, such variation was negligible when
considered at the scale of the KS plot’s 95% confidence bounds. Further, 95% confidence
bounds on the variability can be calculated analytically for a discretized homogeneous
Poisson process. These bounds are given by ±min(p, 1.36

√
2p/N) and are always smaller

than ±1.36
√

2/N, the bounds of a two-sample KS test.
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To properly rescale the ISIs when # is large, all the terms in the Taylor series
must be kept. This can be thought of as introducing a correction term (in the
brackets) for the finite bin size. Equivalently, the approximation 1 − p ≈ e−p

used in the continuous time version of the proof is not valid for large p (or
#). The second difference is that we randomly choose an exact spike time
tδ = (k + L − 1)# + δ according to the distribution given in equation 2.31.
This is done because there is no information about where exactly in bin
k + L the spike is located, and for the rescaled time ξ to be exponentially
distributed, it must be continuously valued. In the continuous time limit,
both of these distinctions vanish.

The hypothesis for testing goodness of fit is now exactly the same as that
of the original time-rescaling theorem, except that the rescaling is modified
to take into account the discretization. Reintroducing the subscript i to
denote the individual spike times ki, the procedure for performing the KS
test is simply described.

Procedure for Analytical Correction

1. Discretize the spike train into bins of width # with the spikes in bins
{ki } and fit a discrete time statistical model resulting in the spike per
bin probabilities pk.

2. Generate a new time series of discrete values qk according to

qk = − log(1 − pk). (2.35)

3. For each interspike interval, calculate the rescaled ISI ξi according to

ξi =
Li −1∑

l=1

qki +l + qki +Li

δi

#
, (2.36)

where δ is a random variable determined by first drawing a uniform
random variable ri ∈ [0, 1] and then calculating

δi = − #

qki +Li

log[1 − ri (1 − e−qki +Li )]. (2.37)

4. Make a final transform to the random variables yi:

yi = 1 − e−ξi . (2.38)

If the discrete time statistical model is accurate, the yi will be uniformly
distributed. Therefore, the yi can be used to make a KS or differential
KS plot.

3 Results

In this section we fit GLMs to spike trains both simulated and experimen-
tally recorded in awake monkey V1 cortex during visual stimulation. We
then check goodness of fit using both the standard KS test and our methods.
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We demonstrate dramatic and nearly identical improvement in KS test
accuracy for both techniques. Although we emphasize that any discrete
time statistical model may be used, we chose a GLM, specifically the
logistic regression (logit link function) form, because of the discrete binary
nature of spike train data. Standard linear regression assumes continuous
variables and is therefore inappropriate for the problem. Further reasons
for using GLMs are their already wide application to the analysis of neural
spiking activity (Frank et al., 2002; Truccolo et al., 2005; Czanner et al.,
2008; Paninski, 2004a; Kass & Ventura, 2001), their optimality properties
(Pawitan, 2001), and the ease of fitting them via maximum likelihood.
Methods for fitting GLMs exist in most statistical packages, including
Matlab and R.

3.1 Simulated Data. Using the three continuous time point process
models of the previous section (inhomogeneous Poisson, homogeneous
Poisson with spike history dependence, and inhomogeneous Poisson with
spike history dependence), we simulated 10 minutes of spikes from each
model at very fine 10−10 msec discretization, essentially continuous time.
These spike trains are the experimental data. We emphasize that all of our
simulated data used a realistic mean firing rate of 40 Hz, and that many
experimental situations exist for which the mean firing rates are much
higher (De Valois et al., 1982; MacEvoy et al., 2007). The spikes were then
discretized into 1 msec bins, and a GLM was fit to each simulated spike
train. This procedure mimics the usual approach taken in fitting a GLM
to real data. We used a logistic regression type GLM (logit link function)
appropriate for discrete time binary data. Each model’s spike train was fit
using one of the following GLM forms:! Inhomogeneous Bernoulli GLM:

log
[

λ(k)
1 − λ(k)

]
=

J∑

j=1

β jB j (k) (3.1)

! Homogeneous Bernoulli with spike history GLM:

log
[

λ(k)
1 − λ(k)

]
= β0 +

R∑

r=1

θr g(k − r ) (3.2)

! Inhomogeneous Bernoulli with spike history GLM:

log
[

λ(k)
1 − λ(k)

]
=

J∑

j=1

β jB j (k) +
R∑

r=1

θr g(k − r ) (3.3)

The B j (k) are periodic B-spline basis functions with knots spaced 50 msec
apart. These are continuously defined (even though we use discrete time
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bins), temporally localized basis functions, similar in shape to gaussians,
which can be computed recursively (Wasserman, 2007). Their use allows for
a PSTH-like fit, but one that is cubic polynomial smooth. The g(k − r ) are
indicator functions equal to 1 if the most recent spike is r bins prior to k and
0 otherwise. This functional form of λhist is standard (Truccolo et al., 2005;
Czanner et al., 2008). The β ′s and θ ′s are parameters to be fit via maximum
likelihood.

Next, following the first procedure described in section 2, we used the
fitted GLM to simulate 100 10 minute spike trains, rescaled both the experi-
mental and simulated ISIs, and constructed both the KS and CDF difference
plots. The results are shown in Figure 4, where the blue lines correspond to
the comparison of the experimental CDF with the uniform CDF and the red
lines to the comparison of the experimental CDF with the CDF estimated
from the GLM, as described in section 2.3. For all three models, the dif-
ferential KS plots reveal strong biases when the experimental rescaled ISIs
are compared with the uniform distribution and a complete elimination of
the bias when the distribution simulated from the GLM is used. Further,
use of the GLM simulated distribution makes the difference between the
differential KS plot lying within or outside the 95% confidence bounds.
This was true even when spike history effects were included and KS plot
biases much worse than in their absence. Finally we applied the analyt-
ical discrete time-rescaling theorem described in section 2.4 and plotted
the results in green. The analytically corrected differential KS plot is nearly
identical to the numerically simulated one. This indicates that the analytical
correction, which is simpler to apply, is sufficient to test model goodness
of fit.

3.2 Monkey V1 Receptive Field Data. Next we used spiking data
recorded in V1 of two adult female rhesus monkeys (Macaca mulatta) during
a fixation task. (See appendix B for details on the experimental procedure.)
The visual stimuli consisted of a high-contrast light bar (50 cd/m2; bar
width, 0.2◦ or 5 pixels) moving with a constant velocity (v = 14.9◦/s or
425 pixels/s). The bar was presented in a square aperture of size (21.8◦ ×
21.8◦ or 600 × 600 pixels centered over the receptive fields of the neurons
being recorded. During stimulus presentation, the monkey was required to
maintain fixation within a virtual window (window size, 1◦) centered on
the fixation point.

In this article, we show data from two monkeys. For each monkey, we
selected two examples in which the recorded cells exhibited high average
firing rates (first column of Figure 5). The data shown were recorded over
nine trials, each of which lasted 2 seconds, during which the bar moved in a
single direction. As with the simulated data, we used a GLM-based logistic
regression form (logit link function) for the conditional intensity function,
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Figure 4: Comparison of standard KS test, KS test using simulated rescaled
ISI distribution, and KS test using the analytically corrected rescaled time.
Spike trains were simulated using the same three models as in Figure 2 at fine
10−10 msec temporal precision and then discretized at # = 1 msec resolution.
Logistic GLM models were fit and used to estimate the rescaled ISI distributions
(See the text.) (A, C, E) KS plots for inhomogeneous Bernoulli, homogeneous
Bernoulli with spike history, and inhomogeneous Bernoulli with spike history,
respectively. (B, D, F) Differential KS plots for the same. Blue lines correspond to
the standard KS test, which plots the CDF of the rescaled time z versus the CDF
of the uniform distribution; red lines to the numerical simulation method, which
plots the CDF of the rescaled time z versus the CDF of the numerically simulated
reference distribution; and green lines to the analytical method, which plots the
CDF of the analytically corrected rescaled time y versus the CDF of the uniform
distribution. The red and green lines essentially overlap in the plots. For all
three spike train models, strong KS and differential KS plot bias was eliminated
when the numerically estimated distribution or the analytical correction was
used.



Discrete Time Rescaling Theorem 2499

0.2 0.6 1 1.4 1.8
0

200

400

0 1
0

1

  0 0.5   1
-0.1

0

0.1

0.2 0.6 1 1.4 1.8
0

200

400

0 1
0

1

  0 0.5   1
-0.1

0

0.1

0.2 0.6 1 1.4 1.8
0

100

200

0 1
0

1

  0 0.5   1

-0.05

0

0.05

0.2 0.6 1 1.4 1.8
0

50

100

150

0 1
0

1

  0 0.5   1
-0.1

0

0.1

N
eu

ro
n 

1
N

eu
ro

n 
2

N
eu

ro
n 

3
N

eu
ro

n 
4

t (s) CDF (y or z)

re
f. 

CD
F

re
f. 

CD
F

re
f. 

CD
F

re
f. 

CD
F

CD
F 

D
i!

.
CD

F 
D

i!
.

CD
F 

D
i!

.
CD

F 
D

i!
.

y or z

Firing Rate KS Plot Di!erential KS Plot

Figure 5: Four examples of neurons from two different monkeys (top two rows,
monkey 1; bottom two rows, monkey 2) for which goodness of fit appears to
be poor when the standard KS test is used but revealed to be good when either
the numerically estimated reference distribution or the analytically corrected
rescaled time y is used. Left column: firing rate. Middle column: KS plot. Right
column: differential KS plots. Blue: standard KS test. Red: KS test with nu-
merical simulation of reference distribution. Green: KS test with analytically
corrected rescaled time y. As with the simulated spike trains of Figure 4, the
KS and differential KS plot biases are eliminated when either the rescaled ISI
distribution (z) is simulated using the fitted model or the analytically corrected
rescaled time y is used.

with a temporal discretization of # = 1 msec:

log
[

λ(k)
1 − λ(k)

]
=

J∑

j=1

ξ j x j (k)

︸ ︷︷ ︸

+
R∑

r=1

θr g(k − r )

︸ ︷︷ ︸

,

def= ψstim(k) + ψhist(k) (3.4)

where xj represents the jth covariate that encodes the stimulus input (which
may be in the form of either a feature of the visual stimulus, a PSTH profile,
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or a specific basis function). The g(k − r ) is, as in the previous section,
an indicator function representing whether the most recent spike was in
the past rth temporal window, and θr represents the associated weight
coefficient (a negative θr implies an inhibitory effect that might account
for the refractory period of neuronal firing, and a positive θr implies an
excitatory effect). The first term of the right-hand side of equation 2.1 is
summarized by a stimulus-dependent response factor denoted by ψstim,
and the last term represents a spiking history–dependent factor denoted by
ψhist.

Similar to the simulated inhomogeneous Bernoulli process data in the
previous section, we used semiparametric cubic B-spline functions (piece-
wise smooth polynomials) to model the stimulus-induced spiking activity
ψstim,

ψstim(k) =
J∑

j=1

ξ jB j (k), (3.5)

where J denotes the number of knots or control points. Note that the values
of control points affect only the shape of ψstim locally due to the piecewise
definition. For the data shown here, 12 control points are nonevenly placed
on the 2 s time interval

As with our simulated data, we see in Figure 5 that when the standard
KS test was used, the KS and differential KS plots lay outside the 95%
confidence bounds. However, when temporal discretization was taken into
account and our two techniques were used, the plots lay well within con-
fidence bounds, and the GLM model was shown to be very well fit to the
data. Thus, again, the simple analytical method is found to be sufficient to
account for discretization-induced KS plot bias.

4 Discussion

It is vital to check a model’s goodness of fit before making inferences from it.
The time-rescaling theorem provides a powerful yet simple-to-implement
statistical test applicable to a spike train, or other point process, for which
the data are binary rather than continuously valued. The theorem states
that the ISIs of a continuous time point process can be rescaled (through
a variable transformation) so that they are independent and exponentially
distributed. The rescaled ISIs can then be compared to the exponential
distribution using a KS test or further rescaled to a uniform distribution and
the KS test performed graphically (Brown et al., 2001). Each ISI is rescaled
as a function of the time-varying spike probability over that particular
ISI. Thus, time rescaling considers the probabilities of individual ISIs and
provides a much stronger statistical test than, for example, tests based on
the unscaled ISI distribution. Practical numerical considerations dictate that
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the fitting of a statistical model usually requires the discretization of time
into bins. For the purposes of the time-rescaling theorem, if the spike rate
is low, ISIs long, and the probability per bin of a spike small, the distinction
between discrete and continuous time will often not be important. In this
article, we addressed the case where the spike rate is high, ISIs short, and the
probability per bin of a spike large so that the distinction between discrete
and continuous time matters.

When the probability per time bin of a spike is not sufficiently small,
the standard, continuous time KS plot exhibits biases at both low and high
rescaled ISIs. The source of these biases is twofold and originates in the
consequences of discretizing a continuous time point process. First, the un-
certainty as to where exactly in a bin a spike is located causes discrete time
models to place a lower bound on the size of the smallest rescaled ISI z This
leads to a positive KS plot bias at low z. Second, because discrete binary
models allow only for a single spike per bin, they estimate per bin spike
probabilities pk that are less than

∫ #

0 λ(t) dt with the integral over bin k.
We demonstrated both of these points theoretically using a homogeneous
Poisson process, which we discretized into a homogeneous Bernoulli pro-
cess, and also in our proof of the discrete time version of the theorem.
These biases can be numerically relevant even at moderate spike rates and
reasonable temporal discretizations. In this article, we considered mainly
40 Hz spiking at 1 msec discretization, (p = 0.04), but under some neuro-
physiological conditions, the spike rate can be much higher. For example,
the awake monkey data presented in section 2 exhibited firing rates that at
times exceeded 100 Hz.

Under such conditions, KS plots will exhibit biases at both low and high
rescaled ISIs, which cannot be removed through more accurate numeri-
cal integration techniques or increased data sampling. In fact, sampling a
longer spike train will make the issue more critical because the 95% confi-
dence bounds on the KS plot scale as 1/

√
Nexp, where Nexp is the number

of experimentally recorded ISIs. In cases of long recording times, the confi-
dence bounds can be quite tight, and it can be difficult to see variations in
the fit using the standard KS plot even if those variations are statistically
significant. We therefore introduced a new type of plot, the differential KS
plot, in which we plot the difference between the CDFs of the empirical and
simulated ISI distributions along with analytical 95% confidence bounds.
This new type of plot displays the same information as the original KS plot
but in a more visually accessible manner.

To handle KS plot bias, we proposed and implemented two procedures,
both capable of testing the statistical sufficiency of any model that provides
a measure of the discrete time conditional intensity function. The first pro-
cedure operates purely in discrete time and uses numerical simulation, in
a manner similar in spirit to a bootstrap, to estimate the distribution of
rescaled ISIs directly from a fitted statistical model. Model goodness of fit
is tested by comparing the estimated and experimentally recorded rescaled
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ISI distributions using a KS test. The confidence bounds on this two-sample
KS test scale as

√
Nexp Nsim/(Nexp + Nsim). This procedure is therefore com-

putationally tractable because a simulated spike train 20 times longer than
the original experimentally recorded spike train will result in a KS test with
confidence bounds only 1.02 times as wide as if the exact rescaled ISI dis-
tribution were known. For the second technique, we presented and proved
a discrete time version of the time-rescaling theorem. This presumes an un-
derlying continuous time point process that is sampled at finite resolution
#, analytically corrects for the discretization, and defines a rescaled time ξ

that is exponentially distributed at arbitrary temporal discretizations. We
applied these two techniques to both simulated spike trains and spike trains
recorded in awake monkey V1 cortex and demonstrated an elimination of
KS plot bias when our techniques were used. The performance of both tech-
niques was nearly identical, revealing high goodness of fit even when the
fitted model failed the standard continuous time application of the KS test.
Therefore, either method might be used, although the analytical method is
perhaps preferable, if only because it is quicker to compute.

The discrete time-rescaling theorem is appropriate for point process type
data such as spike trains, which are equally well described by either their
spike times or their interspike intervals. It is, however, a test of model
sufficiency, namely, whether a proposed statistical model is sufficient to
describe the data. It does not, in and of itself, address issues of model
complexity (overfitting) or whether the model form chosen is appropriate
for describing the data in the first place.10 Overfitting can be guarded against
by splitting one’s data into training and test data. After fitting the model
parameters using the training data, the fitted model and the discrete time-
rescaling theorem can be applied to the test data. Of course, we do not
mean to imply that the discrete time-rescaling theorem is the only statistical
test that should be employed for selecting and validating an appropriate
model. Other statistical tests and criteria—for example, log likelihood ratio
tests and the Akaike and Bayesian information criteria—should also be
employed to rigorously judge goodness of fit and model complexity.

One might reasonably ask, Why not simply fit a statistical model with
extremely fine temporal discretization so that the time-rescaling theorem
applies in its standard form? There are several issues. First, spikes are not
instantaneous events but are spread out in time on the order of 1 msec
or slightly less. Second, experimenters often exclude apparent spikes that
occur less than a msec (or thereabouts) apart in a recording, as it is dif-
ficult to distinguish spike wave forms that essentially lie on top of each
other. For both of these reasons, defining spikes as instantaneous events is

10In this article, we used GLMs. Such models are widely applied to the analysis of spike
train data. They also have an interpretation as a sort of integrate-and-fire neuron (see,
e.g., Paninski, 2004b). However, nothing in the discrete time-rescaling theorem precludes
its use for testing the fit of a statistical model of the spiking probability that is not a GLM.
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physically problematic. Although the continuous time point process frame-
work is theoretically appealing, there is usually no reason not to consider
the data in discrete time, fit a discrete time model, and perform a discrete
time goodness-of-fit test. Finally, there is the important issue of computa-
tion time and computer memory. When recording times are long and the
number of spikes large, confidence bounds on the KS test will be very tight.
Extremely fine temporal discretization will then be required for the biases
to be less than the width of the confidence bounds. The amount of memory
and computation time required under these conditions can rapidly become
prohibitive. Further, since using the discrete time-rescaling theorem is al-
most as quick and simple a procedure as the standard KS test, we can see no
reason not to use it. In closing, a failure of the standard KS test does not im-
mediately imply poor model fit. Biases induced by temporal discretization
may be a factor and should be considered before rejecting the model.

Appendix A: Independence of Rescaled Times

We prove that the rescaled times ξi (and in the continuous time limit τi )
are not only exponentially distributed but also independent. To establish
this result, it suffices to show that the joint CDF of the ξi ’s can be written
as the product of the individual CDFs and that these CDFs are those of
independent exponential random variables with rate 1. The CDF of an
exponential random variable with rate 1 is

F (ξ ) = 1 − e−ξ . (A.1)

We recall that the rescaled times ξi are defined as

ξi =
ki −1∑

k=ki−1+1

qk + qki

#
δi , (A.2)

where δi ∈ [0,#] is a random variable determined by first drawing a uni-
form random variable ri ∈ [0, 1] and then calculating

δi = − #

qki

log[1 − ri (1 − e−qki )]. (A.3)

This definition of the rescaled times ξi implicitly defines a spike time ti =
(ki − 1)# + δi . Because the transformation from the spike times ti (or the
spike bins ki) to the ξi ’s is one-to-one, we have that the following two events
are equivalent:

{,1 < ξ1, ,2 < ξ2, . . . , ,N < ξN} = {T1 < t1, T2 < t2, . . . , TN < tn}.

(A.4)
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Therefore, the joint CDF of the ξi ’s is

F (ξ1, ξ2, . . . , ξN) = P{,1 < ξ1, ,2 < ξ2, . . . , ,N < ξN}

= P{T1 < t1, T2 < t2, . . . , TN < tn}

= F (t1, t2, . . . , tN)

=
N∏

i=2

F (ti | t1, . . . , ti−1)F (t1 | 0). (A.5)

The last line follows from the multiplication rule of probability (Miller,
2006).

The conditional CDFs F (ti | t1, . . . , ti−1) can be calculated by noting that
the probability of any given ISI is equal to 1 minus the probability that there
was at least one spike within the epoch defined by the ISI. Formally, this
can be written as

P(no spike in (ki−1#, (ki − 1)# + δi ))

= 1 − P(at least one spike in (ki−1#, (ki − 1)# + δi ))

= 1 −
∫ ti

ki−1#

P(t′
i | k1, k2, . . . , ki−1) dt′

i

= 1 − F (ti | k1, k2, . . . , ki−1). (A.6)

The right-hand side has the CDF we wish to calculate. It remains to
determine the left-hand side. But this is simply the ISI probability of
equation 2.29:

P(t = (ki − 1)# + δi | k1, k2, . . . , ki−1)dδi = P(ξi )dξi = e−ξi dξi . (A.7)

Thus,

F (ti | k1, k2, . . . , ki−1) = F (ξi ) = 1 − e−ξi . (A.8)

Inserting this result into equation A.5, we get

F (ξ1, ξ2, . . . ξN) =
N∏

i=1

1 − eξi

=
N∏

i−1

F (ξi ), (A.9)
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which establishes the proof. A similar argument can be made for the
continuous time-rescaled time τi . An intuitive way to understand the
independence of the rescaled ISIs is that these were calculated using
either λ(t | Ht) or p(k | Ht), which are conditioned on the previous spik-
ing history. This preconditioning before calculation of the rescaled times
enforces the independence of ξ or τ , or both. This independence of the
rescaled times is useful because testing for independence provides an addi-
tional statistical significance test beyond the testing for exponentiality by a
KS or CDF difference plot. The test is identical to the continuous time case
(we refer readers to Czanner et al., 2008, for a discussion).

Appendix B: Experimental Procedures

Experimental procedures were approved by the National Committee on
Animal Welfare (Regierungspraesidium Hessen, Darmstadt) in compliance
with the guidelines of the European Community for the care and use of labo-
ratory animals (European Union directive 86/609/EEC). Neuronal spiking
activities were recorded in awake and head-fixed monkeys in opercular re-
gion of V1 (RFs centers, 2–5◦ of eccentricity) and, on some occasions, from
the superior bank of the calcarine sulcus (8–12◦ of eccentricity).

Quartz-insulated tungsten-platinum electrodes (diameter 80 µm, 0.3–
1.0 M- impedance; Thomas Recording) were used to record the extracel-
lular activities from three to five sites in both superficial and deep layers
of the striate cortex (digitally bandpass filtered, 0.7–6.0 kHz; Plexon Inc.).
Spikes were detected by amplitude thresholding, which was set interac-
tively based on online visualization of the spike waveforms (typically, 2–3
SD above the noise level). Trials with artifacts were rejected during which
the monkey did not maintain fixation or showed no response or incorrect
behavior.
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